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Abstract

The mining industry is facing a surge in automation in the pursuit of safe and profitable
operations. As the excavation process is increasingly automated, today’s mining companies
seek to optimize the coordination of the now automated mining activities. This coordination
is called short-term mine scheduling, and it is the process of allocating resources and
determining feasible start and end times for the upcoming mining activities. Unfortunately,
current industrial practice relies heavily on manual labor, making the performance critically
dependent on the expertise of the individual scheduler. In this thesis, we study how to
automate the short-term mine scheduling process to increase the efficiency in a vital part of
the underground mine planning chain.

First, the short-term underground mine scheduling problem is detailed, and the surround-
ing operational context is clarified. Central aspects of the excavation process are shown
to be adequately described by a scheduling abstraction known as a hybrid flow shop. We
demonstrate that some popular mine production methods can be considered rich variants of
a k-stage hybrid flow shop exhibiting a mix of interruptible and uninterruptible activities,
sequence-dependent setup times, and sharing of machines between stages.

An approach based on constraint programming is then presented that can be used
for short-term scheduling in underground mines. For mines that have vast underground
road networks, it is important to consider the travel times needed for the mobile machines
between subsequent activities. The proposed extension of the first approach can unfortunately
only solve small instances in reasonable computation times. To solve industrially relevant
problem sizes, we introduce a second approach. The second approach does not solve the
interruptible scheduling problem directly; instead, it solves a related uninterruptible problem
and transforms the solution back to the original time domain. It is significantly faster than
the first approach and can be used to solve larger instances, even when including travel times.
The second approach is also extended to support more general mining scenarios that cannot
be described as hybrid flow shops.

To improve the quality of the schedules, we introduce a domain-specific neighborhood
definition that is used in large neighborhood search. Initially, different fixed neighborhood
sizes are investigated. Upon observing that there is no clear dominant strategy, we propose an
algorithm for dynamically adjusting the size of the explored neighborhoods. The constructed
schedules are improved rapidly using the proposed algorithm, which also introduces local
optimality properties that are beneficial when it comes to industrial acceptance. For all
models and methods presented in this thesis, we perform extensive numerical evaluations
on problem instances derived from operational underground mines.

This thesis is concluded by presenting practical experiences from automating the short-
term scheduling process in underground mines. Assumptions and design choices are mo-
tivated by earlier experiences from using simpler scheduling algorithms. Finally, senior
mine schedulers from two different mine sites assess the real-life applicability of the final
scheduling approach.
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Sammanfattning

I sitt sökande efter en säker och lönsam drift rör sig gruvindustrin mot en ökad automation.
I takt med att driften automatiseras finns en önskan hos dagens gruvbolag att optimera ko-
ordineringen av de allt mer automatiserade gruvaktiviteterna. Denna koordinering benämns
korttidsplanering och kan beskrivas som den process genom vilken man fördelar resurser
och bestämmer start- och stopptider för de kommande gruvaktiviteterna.

Dagens industripraxis vad gäller korttidsplanering vilar i hög grad på manuellt arbete
vilket gör utförandet starkt beroende av den enskilda schemaläggarens expertis. I denna
avhandling studeras hur automatisering av korttidsplaneringsprocessen för underjordsgruvor
kan öka effektiviteten inom en vital del av underjordsgruvans planeringskedja.

Avhandlingen inleds med att problemet med korttidsplanering av underjordsgruvor
klargörs och sätts i en operativ kontext. Efter det föreslås en hybrid flow shop-abstraktion
som fångar centrala aspekter av gruvbrytningsprocessen. Här visas att några populära
produktionsmetoder kan ses som utökade varianter av en k-stage hybrid flow shop vilka
uppvisar, till exempel, en mix av avbrytbara och icke avbrytbara aktiviteter, sekvensberoende
samt resursdelning mellan olika steg i processen.

Sedan presenteras en villkorsprogrammeringsmodell för korttidsplanering av underjords-
gruvor. Denna modell täcker viktiga delar av schemaläggningsproblemet och kan användas
för att lösa realistiska probleminstanser från gruvindustrin. Modellen tar dock inte hänsyn
till den tid det tar för mobila maskiner att transporteras till nästföljande aktivitet. Vägnätet
i underjordsgruvor kan sträcka sig upp till flera hundra kilometer vilket gör restid till en
viktig aspekt. I och med att restid läggs till i den initiala villkorsprogrammeringsmodellen
får den svårt att lösa större instanser och därför introduceras en andra modell. Denna an-
dra modell löser inte det avbrytbara problemet direkt utan löser istället ett relaterat, icke
avbrytbart, problem och transformerar lösningen tillbaka till den ursprungliga tidsdomänen.
Den här modellen är signifikant snabbare och kan lösa instanser som är representativa för
stora underjordsgruvor även när restid inkluderas. Modellen utökas sedan för att stödja mer
generella produktionsscenarier.

En utvärdering görs av Large Neighborhood Search i sökandet efter högkvalitativa
scheman. En domänspecifik grannskapsdefinition presenteras, vilken är baserad på att
relaxera variabler som härrör till specifika platser i gruvan. Inledningsvis undersöks fasta
grannskapsstorlekar och detta jämförs med omstartsbaserad sökning. När det visar sig att
det inte finns någon tydligt dominerande strategi för att använda fasta grannskapsstorlekar
föreslås en algoritm för en dynamisk justering av grannskapens storlek. Algoritmen har
den fördelen att vara både komplett och samtidigt kapabel att snabbt förbättra konstruerade
scheman. Vidare introducerar algoritmen lokala optimalitetsegenskaper som är fördelaktiga
för industriell acceptans.

Avhandlingen avrundas med en redovisning av praktiska erfarenheter från automatisering
av korttidsplanering i verkliga gruvmiljöer. Vidare motiveras antaganden och val av design
på grundval av tidigare erfarenheter från användandet av enklare schemaläggningsalgoritmer
för korttidsplanering av underjordsgruvor. Avslutningsvis får erfarna schemaläggare från
två olika gruvor bedöma den slutgiltiga schemaläggningsmetodiken för att bekräfta dess
tillämpningsbarhet i verkliga gruvmiljöer.
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Chapter 1

Introduction

1.1 Motivation

Many of us have grown accustomed to a way of living that depends heavily on various metals.
These metals are found in everything from smartphones to wireless car keys and are vital
ingredients in many things that we use in our increasingly digital life. For centuries, metals
have been extracted from ore deposits found in nature. However, as the ore deposits found
close to the surface are diminishing, underground mines are forced to go deeper to satisfy
the market demand. Increasing the depth of a mining operation challenges already stressed
operating margins and comes with severe safety implications. To address these concerns,
many activities in modern mines are now performed by highly automated mobile machines.
As the excavation is increasingly automated, attention turns to coordinating the activities
more efficiently. Instead of focusing on how individual activities are performed, automation
can efficiently address when each activity should take place and by which machine. This
coordination is called short-term mine scheduling, and it aims at allocating resources and
determining feasible start and end times for each activity in a conflict-free manner.

An underground mine is a large operation where diverse activities are performed in a
confined environment, see Figure 1.1. The operational performance of the mine is highly
influenced by how well the daily mining activities are scheduled. According to a survey of
more than 200 high-level executives in mining companies worldwide [1], the top challenge
for modern mines is to maximize production effectiveness. Addressing this challenge is
considered even more important than improving the reliability of individual equipment,
further emphasizing the need for system-level coordination. Today, mine scheduling is
mainly done manually with methods at the limit of what they can handle. This makes mine
scheduling depend critically on the expertise of the mine scheduler [2].

The operational effectiveness of an underground mine operation can be increased by
introducing algorithms to support the scheduling process. These algorithms enable mine
schedulers to construct optimized schedules with respect to custom metrics in a matter
of seconds or minutes rather than hours or days. Additionally, since manual short-term
mine scheduling is both time-consuming and error-prone, automating the construction of
short-term schedules can help achieve more uniform outcomes, resulting in a more stable
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Figure 1.1: Underground mining is a large operation where numerous activities of different
types are coordinated. The ultimate objective is to have a safe, sustainable, and profitable,
excavation of the underground ore deposit. Picture courtesy of ABB AB.



1.1. Motivation 3

excavation process [2–4]. In recent years, a few works on optimizing and automating the daily
mine scheduling process have been published [2, 5, 6]. The methods used are primarily based
on mixed-integer programming or greedy construction procedures. Another efficient method
for solving scheduling problems is Constraint Programming (CP). CP has been successfully
applied to scheduling problems in other industries [7] and has found optimal solutions to
several well-known scheduling benchmarks [8]. Recently, Laborie [9] compared a variety of
methods on a wide range of scheduling problems. In this comparison, CP outperformed the
other approaches thanks to a mix of constraint inference and automatic search. Baptiste et al.
[10] argue that the reason why CP is successful for scheduling problems is that it combines
the preciseness of methods from operations research, by heavily exploiting the problem
structure, with the focus on generality from research on artificial intelligence.

As mentioned, the mining industry is facing a surge in automation that makes it natural to
consider how the short-term scheduling of the individual mining activities can be automated.
It has been noted [11, 12] to be challenging for many industries to adopt automatic scheduling
algorithms, making the gap between real-life practice and academic research substantial [13,
14]. This thesis investigates how CP can be used to automate the short-term mine scheduling
process and how special considerations can be made throughout development that facilitate
the industrial acceptance of the results. We will thus try to follow ideas from their conception
to the potential implications for the mine operation.

The Planning Chain

Undergroundmine operations are planned in different levels of granularity; Figure 1.2 depicts
a conceptualized view of the various planning functions. Among them, the life-of-mine plan
has the most extended horizon and balances the depletion of the remaining ore reserve based
on future market need, forecasts of ore prices, and estimated future production challenges
and costs [15]. This plan is decomposed into extraction plans of varying granularity that
determine what year, or month, parts of the ore body should be depleted and the size of
the machine fleet that is supposed to realize that goal. Thus, the extraction plan implicitly
determines the operational preconditions and the tonnage to be extracted during a period of
time. However, to reach that goal, numerous activities need to be scheduled, i.e.machines and
personnel must be allocated, and start and end times must be determined for the individual
activities. The scheduling function also coordinates excavating activities with auxiliary
activities, such as mine development (tunneling), infrastructure management, and fleet
maintenance. The two lowest levels of the pyramid in Figure 1.2 focus on the execution of
the activities. First, mobile machines must be routed to the correct production area. Then, the
actual activity, e.g. drilling, must be executed by either manual, remote, or automated control.

For the long- and medium-term plans, cf. the top two levels in the pyramid in Fig-
ure 1.2, there are tools and methods available based on e.g. mathematical programming
[16–18]. In addition, mines that historically moved from handheld equipment to mechanized
machinery are now transitioning to highly automated machines. The latest generation of
mining machines can perform many subtasks autonomously, making it possible for a single
human operator to simultaneously operate several of these machines from a remote control
room. This transformation alleviates some traditionally limiting factors in mining operations,
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Figure 1.2: The different horizons of planning, scheduling, and control, in underground mine
operations.

such as access to human resources and the safety of underground workers. This increase
of automation affects the two lowest levels of the pyramid, by making the execution of the
activities more efficient and predictable. Combining these observations on the surrounding
planning chain, it is unfortunate that short-term scheduling is still mostly done manually
and has limited support in the literature. In view of Figure 1.2, short-term mine schedul-
ing can be seen as the glue that unites high-level planning (how to maximize dividends)
with low-level control (excavating ore). In future mine operations, it will be important that
the long-term plan and its actual execution are efficiently connected through automatic
short-term scheduling [19]. Otherwise, the short-term scheduling process runs the risk of
becoming a bottleneck in the optimization chain.

1.2 Research Questions

In this thesis, we study how to automate the short-term mine scheduling process. To this
end, the following research questions are explored:
Q1 What are the critical components that govern the short-term undergroundmine schedul-

ing process?
Q2 How does the short-term scheduling problem relate to canonical scheduling formula-

tions in the academic literature?
Q3 Can industrially relevant short-term schedules be constructed within reasonable com-

putation times?
Q4 Are there methods for finding high-quality solutions rapidly?
Q5 Are there considerations that can be made in regard to the solution approach that

facilitate the industrial acceptance?
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1.3 Contributions and Outline

Short-term underground mine scheduling is a problem of significant industrial relevance that
has received little attention in prior academic works. Our main contribution is to show how
CP together with Large Neighborhood Search (LNS) can form a viable solution approach,
making good use of existing techniques rather than developing new scheduling constructs.
We contribute with several CP models and LNS strategies for short-term mine scheduling
and provide numerical results on instances derived from real underground mines. To address
the research questions, the rest of the thesis follows this outline:

Chapter 2: Background

In this chapter, we introduce the theoretical background of various methods and algorithms
used for scheduling. In particular, the concept of a hybrid flow shop is introduced. We catego-
rize commonmethods in literature as exact, heuristic, ormetaheuristic, and introduce illustra-
tive examples of each category. In addition, a relevant background to CP and LNS is provided.

Chapter 3: Underground Mining as a Hybrid Flow Shop

Here, we present the underground mining process, focusing on aspects that relate to the
studied short-term scheduling problem. This chapter aims to identify the critical components
of the scheduling problem. Based on this knowledge, a hybrid flow shop abstraction is
presented that captures central aspects of the excavation process and situates the short-
term underground mine scheduling problem in relation to other scheduling problems in
the literature. We also review relevant works in mine optimization, starting with the few
available published works on short-term mine scheduling, and expanding towards related
fields such as medium-term planning and routing. This chapter is based on the publication:

P1 Max Åstrand, Mikael Johansson, and Jenny Greberg. “Underground Mine Scheduling
Modeled as a Flow Shop - a Review of Relevant Works and Future Challenges”. In:
Journal of the Southern African Institute of Mining and Metallurgy 118.12 (2018),
pp. 1265–1276

Chapter 4: Fleet Scheduling using Constraint Programming

In this chapter, we introduce an approach to solve the short-term fleet scheduling problem.
To the best of our knowledge, this is the first published CP approach for the considered
scheduling problem. We formalize the problem and present a CP model that can be used to
solve realistic instances representative of small underground mines. This chapter is based
on the publication:

P2 Max Åstrand, Mikael Johansson, and Alessandro Zanarini. “Fleet Scheduling in
Underground Mines Using Constraint Programming”. In: International Conference
on the Integration of Constraint Programming, Artificial Intelligence, and Operations
Research. Springer. 2018, pp. 605–613
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Chapter 5: Scalable Scheduling with Travel Times

Some mines can have road networks spanning hundreds of kilometers. Therefore, in this
chapter, we address the need to account for travel times of the mobile machines, which
makes the problem more difficult to solve. The previously proposed model is adapted
to accommodate for travel times. Noting that the adapted model does not scale to large
problem sizes, we introduce a new model. The new model does not directly solve the original
scheduling problem, but instead solves a modified problem and transforms the solutions
back to the original time domain. This method is faster and can solve industrially relevant
problem sizes derived from an operational underground mine, even when accounting for the
travel times of the mobile machines. This chapter is based on the publication:

P3 Max Åstrand, Mikael Johansson, and Alessandro Zanarini. “Underground mine
scheduling of mobile machines using Constraint Programming and Large Neigh-
borhood Search”. In: Computers & Operations Research 123 (2020), p. 105036

Chapter 6: Large Neighborhood Search with Fixed Neighborhood Size

The focus in this chapter is on finding high-quality schedules. To this end, we introduce a
domain-specific neighborhood definition that is used in LNS. We relate the performance of
the CP-based LNS approach to a restart-based search procedure, a constructive heuristic, and
a problem relaxation that can be solved optimally. This chapter is based on the publication:

P3 Max Åstrand, Mikael Johansson, and Alessandro Zanarini. “Underground mine
scheduling of mobile machines using Constraint Programming and Large Neigh-
borhood Search”. In: Computers & Operations Research 123 (2020), p. 105036

Chapter 7: Adaptive Neighborhood Size and Generalizations

In this chapter, we generalize the CP approach to support more mine production methods.
In addition, the general structure of the approach lends itself to production scheduling in
other heavy industries where the production fleet is increasingly automated. An algorithm is
proposed for dynamically adjusting the size of the neighborhoods explored by LNS such that
given enough time, it will return the optimal solution. The algorithm is also able to improve
constructed schedules rapidly. Further, its local optimality properties are easy to explain
to human operators, which is essential for real-life acceptance. We evaluate our approach
on both public and private industrial problem instances, representing different mines and
production methods. This chapter is based on these publications:

P4 Max Åstrand and Mikael Johansson. “A Neighborhood Selection Strategy for Produc-
tion Scheduling using CP and LNS”. In: 2020 25th IEEE International Conference
on Emerging Technologies and Factory Automation (ETFA). Vol. 1. IEEE. 2020,
pp. 1183–1186



1.3. Contributions and Outline 7

P5 Max Åstrand, Mikael Johansson, and Hamid Reza Feyzmahdavian. “Short-term
scheduling of production fleets in underground mines using CP-based LNS”. In:
International Conference on the Integration of Constraint Programming, Artificial
Intelligence, and Operations Research. 2021 (accepted)

Chapter 8: Real-life Experiences

This chapter aims to present and discuss real-life aspects of automating short-term mine
scheduling in underground mines. We base this on experiences from real-life testing of a
constructive heuristic, and present feedback from senior mine schedulers on the CP-based
approach presented in this thesis. After introducing our experiences, assumptions and design
choices made throughout this thesis are motivated. Further, we derive practical conclusions
that relate to the industrial acceptance of automatic short-term underground mine scheduling.
This chapter is based on these publications:

P6 KaterynaMishchenko, Max Åstrand, Mats Molander, Rickard Lindkvist, and Torbjörn
Viklund. “Developing a Tool for Automatic Mine Scheduling”. In: International
Symposium on Mine Planning & Equipment Selection. Springer. 2019, pp. 146–153

P7 Bart Skawina, Max Åstrand, Fredrik Sundqvist, Jenny Greberg, and Abu-Bakaru
Salama. “Automatic closed-loop scheduling in underground mining using DES”. In:
Journal of the Southern African Institute of Mining and Metallurgy (accepted)

Finally, we summarize and conclude the thesis in Chapter 9, and end by presenting some
promising future research directions.

Contribution of the author

The author of this thesis has been the main contributor of publications P1-P5. This includes
the primary responsibility for formulating the problem, developing the methods, evaluating
the results, and writing the publications. Considering the publications in Chapter 8, the
author of this thesis did not develop the prototype constructive heuristic in P6, but assisted
in the real-life testing and writing of the paper. For publication P7 the author of this thesis
was not responsible for the discrete event simulator or data collection, but was responsible
for the constructive heuristic and contributed to formulating the research ideas and writing
the paper.

Other Publications

The following publications may be related but are not a part of this thesis:

P8 Max Åstrand, Erik Jakobsson, Martin Lindfors, and John Svensson. “A system for
underground road condition monitoring”. In: International Journal of Mining Science
and Technology 30.3 (2020), pp. 405–411
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P9 Mattias Hallén, Max Åstrand, Johannes Sikström, and Martin Servin. “Reinforcement
Learning for Grinding Circuit Control in Mineral Processing”. In: 2019 24th IEEE
International Conference on Emerging Technologies and Factory Automation (ETFA).
IEEE. 2019, pp. 488–495

P10 Max Åstrand, Kari Saarinen, and Shiva Sander-Tavallaey. “Surrogate models for
design and study of underground mine ventilation”. In: 2017 22nd IEEE International
Conference on Emerging Technologies and Factory Automation (ETFA). IEEE. 2017,
pp. 1–8

Errata

For ease of reading, this particular PDF-document contains a couple of minor differences
compared to the first published version. It includes minor modifications contained in the
Errata being formed before and after the public defence of this thesis. The original version
can be found at:
http://urn.kb.se/resolve?urn=urn:nbn:se:kth:diva-294959



Chapter 2

Background

In this chapter, we will introduce a relevant theoretical background, starting with the work-
shop scheduling framework. We will highlight the hybrid flow shop, arguing that it resembles
central aspects of the short-term underground mine scheduling problem. The hybrid flow
shop will then be used as a focal point to present and categorize relevant scheduling methods
into exact, deterministic heuristic, or metaheuristic methods. We will further illustrate each
category by representative examples. Lastly, a background on constraint programming and
large neighborhood search is provided, ending with reviewing related works on CP-based
scheduling.

2.1 The Hybrid Flow Shop

Many different scheduling problems have been studied in the academic literature. An impor-
tant problem is flow shop scheduling, which denotes a typical manufacturing setup where the
produced products are processed sequentially in several steps [29]. For instance, to produce
a loaf of bread in an industrial bakery, the ingredients first need to pass through a dough
mixer, followed by a portioning machine, and lastly, the raw loaf needs to be processed in
an oven. The equipment used to process the ingredients at each step (e.g. mixer or oven)
are called machines, and the processing of each product is called a job. For the flow shop,
all jobs are processed by the machines in the same order. In a job shop, the products are
similarly processed by all machines, but the required order need not be the same for all
products. The open shop denotes a manufacturing setup where the scheduler can decide the
order in which the jobs are processed on the machines.

Another common production scenario is when a job needs to be processed by one out of
several available machines. This is called the parallel machine scheduling problem [29]. For
example, continuing on the bakery analogy, when all loafs are baked, they might need to
be put in plastic bags. To do this, several packaging stations may be available. The resulting
parallel machine scheduling problem thus amounts to allocating each loaf to one out of many
possible stations and determine the order in which the loafs are packaged within each station.

The Hybrid Flow Shop (HFS) is a hybridization of the flow shop scheduling problem
and the parallel machine scheduling problem [30]. In an HFS, a job is processed in several

9
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Figure 2.1: A hybrid flow shop is a process where jobs pass sequentially through several stages.
Each stage may have multiple machines that can process the jobs.
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stages where each stage may have several parallel machines. More formally, a k-stage HFS
is where n jobs are to be processed in k > 2 stages. Each stage s = 1,⋯ , k holdsMs ≥ 1machines, and all jobs are processed in the same relative sequence (stage 1→ ⋯→ stage k)
but are allowed to skip some stages given that it is processed in at least one [31]. There is an
elegant classification scheme for describing scheduling problems, first introduced by Graham
et al. [32] and later extended by Vignier et al. [33] for HFSs. The classification can be used
to describe many aspects of the scheduling problem. Unfortunately, the classification has
evolved over many years [29] resulting in different authors using slightly different definitions.
Therefore, we will here briefly introduce the concepts relevant for this thesis.

One important aspect of a considered scheduling problem is the machine setup. If the
time for a machine to process a job (i.e. the processing time or duration) is independent of
which machine in the stage is used, the machines are identical. However, if the durations
depend on which machine is used, then the HFS is said to have uniform parallel machines.
An example of uniform machines is when the processing time of machine A is 10 minutes
for all jobs, while for machine B it is 15 minutes for all jobs. When the processing time also
explicitly depends on the job being processed, the HFS is said to have unrelated parallel
machines, e.g. on a particular machine, job A takes 10 minutes while job B takes 15 minutes.

If a particular job can only be processed on a subset of the machines in a stage, then
the problem is said to have machine eligibility. If a machine is not available for the entire
horizon, the HFS have machine unavailability. If a job is to be treated at one stage several
times, it is said to have revisits, or in an alternative view the HFS can be said to share
machines between stages. An HFS with preemption allows a job to be paused and finished
later. An HFS with non-preemption thus models a situation where jobs that are started on
a machine must be completed without pausing. Jobs that are not allowed to be arbitrarily
preempted, but that may be interrupted by some specific event and later resumed by the
same machine, are said to be interruptible.

An HFS naturally has precedence constraints between stages since each job has to pass
through the stages sequentially. In a general setting, precedence constraints may also exist
between jobs, indicating that a job cannot be started at a certain stage until another job is
completed. The HFS is then said to have precedence constraints between jobs. Moreover,
preparation times may apply before a machine can process a job at a particular stage. If
the same setup time is always needed, it is suitably included in the job’s duration in that
stage. However, if the setup time depends on the processing order, the HFS is said to have
sequence-dependent setup times. As an example, switching between two different types of
jobs requires changing some machine tooling, but scheduling two similar jobs sequentially
eliminates the need for this time buffer. If the process is constrained by the fact that a
sufficient amount of time must pass between specific job stages, the problem is said to have
time lags or after-lags. For more on classifications of scheduling problems, see Pinedo [29].

A scheduling problem is often specified together with an objective function to be opti-
mized. The most common objective is to minimize the makespan [31, 34]. The makespan
is defined as the time difference between the start of the first activity and the end of the
last activity in the schedule. It is commonly reasoned that a schedule with a low makespan
is indicative of high machine utilization. Let � denote a feasible schedule, and let Cjk(�)be the completion time of job j at the final k’th stage in the schedule �. Minimizing the
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makespan of processing a set  of jobs in an HFS can thus be formulated as
minimize

�
max
j∈

Cjk(�). (2.1)

An example of another common objective in scheduling is to minimize inventory costs. In
some settings, this can be represented as a weighted sum of all completion times Cjs in eachstage

minimize
�

∑

j,s
wjsCjs(�) (2.2)

which emphasizes reducing the completion times of all jobs, with relative job importance
represented by the weights wjs. While theoretical results, such as dominance properties
and lower bounds, have been derived for restricted variants of the 2-stage HFS minimizing
the makespan, Emmons and Vairaktarakis [30] note that theoretical results are very limited
when considering other objectives. Moreover, they note that theoretical results on three or
more stages are missing even for the makespan objective.

Dividing scheduling problems into strict categories gets complicated as the complexity
of the underlying scheduling process increases. This has the effect that ambiguity may
arise in the problem specification. For instance, some authors claim that unrelated parallel
machines are always present in an HFS while others view an HFS without specification to
hold identical machines [35]. Multiple, partially overlapping, terminologies further increase
the difficulty in dividing scheduling problems into strict categories; the HFS may also be
referred to as a flexible flow shop, a compound flow shop, or a multi-processor flow shop [29].
Further, there are overlaps between the HFS problem and the flexible flow line scheduling
problem [36], the multi-robot task allocation and scheduling problem [37], and the HFS can
be seen as a special case of the resource-constrained project scheduling problem [38] and
scheduling problems in flexible manufacturing systems [39]. Acknowledging the difficulties
in exact categorization of scheduling problems, we will now use the HFS as a focal point
for introducing a couple of solution methods commonly applied to all these scheduling
problems.

2.2 Scheduling Methods

The methods used for solving the HFS scheduling problem can be broadly categorized as
exact, heuristic, or metaheuristic. The exact methods solve the HFS problem to optimality if
given enough time. An example is to enumerate all feasible schedules and select the one
that optimizes the objective. Note that even one of the simplest HFSs, consisting of two
stages where the first stage has a single machine, and the other stage has two machines,
is known to be -hard [40]. Thus, it is often challenging to solve these scheduling
problems to optimality in a reasonable time. To find good schedules fast, heuristics are
commonly introduced as the problem size increases. A heuristic is an explicit constructive
procedure that aims at finding feasible schedules rapidly. In categorizing between heuristics
and metaheuristics, we follow Ruiz and Vázquez-Rodríguez [31] and separate deterministic
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heuristics from metaheuristics, where the latter employ randomization to improve the quality
of the constructed schedules.

2.2.1 Exact
To be categorized as exact, a scheduling algorithm needs to be guaranteed to find the
globally optimal solution on every problem instance. An example of a commonly used exact
technique for HFS scheduling is Branch and Bound (B&B), where the problem can be solved
by searching over a binary decision tree. At each node, the search space is branched (i.e.
split) in two disjoint sets. Two statistics are tracked, an upper bound and a lower bound. For
minimization, the upper bound is simply the best solution so far, while the lower bound is
calculated by solving a relaxed problem. The relaxation could for instance be to consider
all discrete variables as continuous (known as linear relaxation). A solution to the relaxed
problem will have at least as good objective as the original problem. In each node in the
search tree, the lower bound is calculated and compared to the upper bound. If the lower
bound is higher than the upper bound (i.e. the best-found solution so far) then that part
of the tree cannot contain a solution with minimal cost. Thus, the whole subtree can be
ignored, which results in a reduced search space. Much of the previous work on B&B in
HFS scheduling considers 2-stage or 3-stage HFS with only a few parallel machines at
each stage. One representative example is Haouari et al. [41] that studies a 2-stage HFS
under the objective of minimizing makespan. The studied HFS does not include any other
complicating constraints, and can therefore represent a solution as a simple job permutation
order. The solution approach is based on explicitly branching on the job permutation in
a depth-first B&B scheme. Several efficient lower bounds are further derived by relaxing
the HFS under study. Moreover, upper bounds are calculated in each node by an algorithm
that gives priority to jobs in order of remaining processing time. The authors conclude that
their results support that embedding an exact procedure in B&B may be viable even for
large-scale problems.

An alternative approach is to formulate the scheduling problem as a Mixed-Integer
Program (MIP). MIP solvers also rely on B&B. The lower bound is typically calculated
by exploiting duality and linear relaxations, whereas the upper bound is based on the best-
found solution [42]. MIP solvers also offer a structured declarative language for formulating
the scheduling problem. An illustrative MIP model describing the k-stage HFS with the
objective of minimizing makespan is now introduced. It is based on the seminal work by
Brah [43], later revised by Ruiz and Vázquez-Rodríguez [31]. The decision variables are

Yjsm =

{

1 if job j is processed in stage s by machine m
0 otherwise (2.3)

Xjj′s =

{

1 if job j precedes job j′ in stage s
0 otherwise (2.4)

Cjs = completion time of job j at stage s (2.5)
Cmax = the makespan of the schedule. (2.6)
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The variables Yjsm represent machine allocation, whileXjj′s are ordering variables that trackthe order in which jobs are scheduled on the stages. Further, Cjs denotes the completion
time of job j at stage s. The makespan Cmax is defined as the minimum value such that
Cmax ≥ Cjs holds for all j and s. Let each stage haveMs uniform parallel machines, and let
pjs denote the processing time of job j at stage s. The following models a k-stage HFS:

minimize
Yjsm,Xjj′s,Cjs

Cmax (2.7a)
subject to Cjs ≤ Cmax ∀(j, s) (2.7b)

Cj,s−1 +
∑Ms

m=1
Yjsmpjs ≤ Cjs ∀j, s = 2,… , k (2.7c)

Cj′s + pjs ≤ Q(2 − Yjsm − Yj′sm +Xjj′s) + Cjs ∀s, m, j < j′ (2.7d)
Cjs + pj′s ≤ Q(3 − Yjsm − Yj′sm −Xjj′s) + Cj′s ∀s, m, j < j′ (2.7e)
∑Ms

m=1
Yjsm = 1 ∀(j, s) (2.7f)

Yjsm ∈ {0, 1}, Xjj′s ∈ {0, 1}, 0 ≤ Cjs, 0 ≤ Cmax (2.7g)
Here, (2.7b) enforces the definition of makespan. Constraint (2.7c) relates the completion

time of a stage to the allocated machine’s processing time. The two constraints in (2.7d) and
(2.7e) make sure that one machine cannot process several jobs simultaneously, where a large
number Q is used to enforce the disjunctive constraint. This way of modeling disjunctions
is called the big-M technique, and while it is commonly used in scheduling models, it
may induce poor relaxations [44]. The following constraint (2.7f) makes sure that only one
machine is scheduled to process a certain job at each stage. The domains of the decision
variables are specified in (2.7g).

The model in (2.7a) to (2.7g) is useful to describe the problem under study but is rarely
used in practice. Instead, there are many different MIP modeling approaches for solving
the HFS. Early approaches for scheduling HFSs are criticized by Liu and Karimi [45] due
to their incapability of handling more complex HFS problems representative of industrial
use cases. The authors use MIP to study a k-stage HFS that produces multiple products in
batches. Two models are investigated: one time indexed formulation, where the decision
variables assign each job to a time slot in the horizon, and one sequence-based formulation,
using variables representing the exact sequence in which jobs are scheduled on the stages.
Liu and Karimi [45] remark that even though sequence-based models often involve fewer
binary variables than the time slot counterpart, the relaxation of sequence-based models
may sometimes be inferior. By referencing earlier work, the authors note that models with
fewer binary variables, or tighter relaxations, need not always perform better in practice.
The authors also evaluate a model based on combining a time indexed formulation with a
sequence-based approach to tighten the resulting relaxation. Their numerical results indicate
that combining both approaches is beneficial and the presence of both formulations facilitates
modeling complex scheduling environments.

A similar comparison between different MIP formulations is made by Demir and İşleyen
[46] for the flexible job shop scheduling problem. The authors classify the most common
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Algorithm 1 NEH algorithm
Input: List of unscheduled jobs
1: Add the job with the highest TAPT to a partial job sequence and remove it from the list

of unscheduled jobs
2: for all unscheduled jobs left in the list do
3: Select the job with highest TAPT and remove it from list
4: Calculate all possible insertions of the job into the partial job sequence
5: Select the insertion which yields the lowest makespan
6: end for

solution approaches into three categories based on the type of decision variables used to
model disjunctive execution on the machines. Similar to Liu and Karimi [45], time indexed
models use variables to explicitly allocate jobs to discretized time slots in the resource’s
horizon, and sequence-based models use variables to assign the exact order of the job’s
execution on the machine. The authors also introduce precedence-based models, which use
decision variables to indicate the precedence relation between all pairs of jobs on the same
machine (i.e. which job executes first). Demir and İşleyen [46] further introduce MIP models
from each category and evaluate the performance on a range of different problem sizes.
Based on these results, the authors recommend precedence variables since the corresponding
model finds good solutions in reasonable computation times. They further notice that time
indexed models struggle on larger instances since the number of decision variables grows in
proportion to the scheduling horizon.

Another exact approach is constraint programming. Since it is central to this thesis, it
will be introduced separately in the upcoming Section 2.3.

2.2.2 Deterministic Heuristics
Exact methods may struggle when the complexity, or the size, of the considered scheduling
problem increases. In this situation, deterministic heuristics, such as construction procedures
and dispatching rules, are commonly deployed to counter the computational challenge.
Heuristics are computationally cheap algorithms for constructing a feasible schedule. Al-
though heuristics might produce good solutions to complex HFSs, they come with no
performance guarantee except for simpler cases. Moreover, what appears to be an intuitive
heuristic scheduling strategy might result in unexpected behaviors. A famous example was
introduced by Graham [47] where the author describes a bicycle factory. The scheduling of
assembly workers is done according to the dispatching rule that i) no assembler can be idle if
there is some job that can be done and ii) an assembler must continue working on a job until
it is completed (it is not allowed to pause and do another job). Graham showed that both
reducing the duration of each job and hiring more workers result in fewer bicycles produced
per day. Apparently, dispatching rules that seem reasonable may give rise to unwanted, and
unexpected, behaviors.

A common constructive heuristic for HFS scheduling is the Nawaz-Enscore-Ham-
algorithm (NEH algorithm) introduced by Nawaz et al. [48]. The basic idea of the NEH
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algorithm is that jobs requiring a lot of processing time should be scheduled before jobs
requiring less time (to fit the smaller jobs in-between larger ones). The algorithm uses the
Average Processing Time (APT) of a job at stage s. For unrelated parallel machines, the
processing times pjsm depend on the job, the stage, and the machine. Hence, the APT can
be calculated as

APTjs =
Ms
∑

m=1

pjsm
Ms

, (2.8)

which in turn is used to calculate the Total Average Processing Time for all jobs TAPTj =
∑

s APTjs. In Algorithm 1, the NEH algorithm for minimizing makespan is given in pseu-
docode. To be specific, assume that in the first iteration, job j1 is in the partial job sequence
and j2 is selected to be inserted. The makespans of two schedules are then calculated, one
for the job sequence j1 → j2 and one for the job sequence j2 → j1. Assuming that the
makespan of j1 → j2 is lower than j2 → j1, the sequence j2 → j1 is discarded. In the nextiteration, a new job j3 is considered. We then evaluate all possible insertions of the job into
the current sequence of jobs. In our example, we compute the makespan of three schedules:
j3 → j1 → j2, j1 → j3 → j2, and j1 → j2 → j3. Similarly, the schedule with the lowest
makespan is kept while the others are discarded. This continues until the list of unscheduled
jobs is empty. Each time a sequence is determined, the criterion used for allocating machines
at each stage is often based on the earliest finishing time. The NEH algorithm can thus be
modified by assigning jobs to machines based on any criteria, not necessarily the earliest
finishing time.

Brah and Loo [49] compare five HFS constructive heuristics and conclude that the NEH
algorithm compares favorably to the other candidates. The NEH algorithm is also deemed
appropriate for HFS scheduling by Ruiz et al. [50]. The authors study the effect of increasing
the HFS’s complexity on the performance of a couple of heuristic algorithms and a MIP-
based approach. The complexity is increased by including e.g. unrelated parallel machines,
sequence-dependent setup times, release dates, time lags, precedence constraints between
jobs, and machine eligibility. Out of the considered solution approaches, they conclude that
the NEH algorithm performs best in regard to increasing the size and the complexity of the
scheduling problem.

Another interesting heuristic for the k-stage HFS is the Shifting Bottleneck Procedure
(SBP) coined by Adams et al. [51] for job shop scheduling. A bottleneck is a term used
for a limiting resource in a process chain, and the idea behind SBP is to prioritize the
bottleneck resource. For instance, consider a 3-stage HFS with a large number of machines
at stage 1 and 3, but only a single machine at stage 2. In this scenario, the single machine
in stage 2 through which all jobs need to pass runs the risk of becoming the bottleneck of
the process. In single machine environments, the SBP results in repeatedly solving many
one-machine scheduling problems optimally. However, SBP can also be used in parallel
machine environments. Cheng et al. [52] note that applying SBP to a k-stage HFS means
that several parallel machine scheduling problems need to be solved instead of several one-
machine scheduling problems. Due to the increased complexity in solving parallel machine
scheduling problems, the authors use a heuristic lower bound to estimate the bottleneck
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resource instead of solving the resulting subproblems optimally. Their computational result
indicates that SBP for simple HFSs may provide near-optimal schedules within reasonable
computational times, but unfortunately provide no solution to how this can be adapted to
more complex scheduling environments.

2.2.3 Metaheuristics
The quality of a constructed schedule can often be improved by employing a randomization
method. Metaheuristics include various optimization techniques that systematically employ
randomization, such as simulated annealing, tabu search, and genetic algorithms, with
the common concept of combining randomness and different variants of local search [53].
Metaheuristics are initialized by a solution and explore perturbations to improve the quality of
that solution. As an example for HFSs, consider an initial schedule produced by a constructive
procedure. The initial schedule may be improved by studying random feasible swaps of
machine assignments inside stages. That is, pairwise swaps such that machines allocations
m,m′ to jobs j, j′ are changed from (m → j, m′ → j′) to (m → j′, m′ → j). If a schedule is
found with an improving objective, it becomes the incumbent for the next iteration. However,
a worsening schedule may also, randomly, become the incumbent to escape local optima.

A representative metaheuristic commonly deployed to complex HFS is Genetic Algo-
rithm (GA) [54] . This algorithm takes inspiration from biology by mimicking the evolution-
ary process of natural selection. Based on a set of tuning parameters (such as the probability
of mutation) the algorithm “crossbreeds” schedules to produce new schedules. At each
iteration, the newly produced schedules are evaluated. A subset is kept to breed the next
generation of schedules based on their fitness, typically related to the objective function. One
example of GA for HFSs can be found in Ruiz and Maroto [35]. While previous approaches
with GA divide the problem into first sequencing the jobs and then finding a feasible alloca-
tion of machines, this work embeds the makespan directly into the fitness function of the GA.
Inspired by an industrial setting, the authors study a complex k-stage HFS with unrelated
parallel machines, sequence-dependent setup times, and machine eligibility. Furthermore,
they benchmark their implementation to other metaheuristic methods and show that their
method outperforms the next best metaheuristic by more than 50%. It is noted that the GA
exceeded manual scheduling done by experts in the industry by almost 10%, indicating
the industrial relevance of these methods when it comes to scheduling complex problems.
In general, a drawback of GA is the presence of numerous optimization parameters. In
the approach by Ruiz and Maroto [35], they have more than 6000 candidate parameter
combinations. To determine the most suitable combination, they perform a full factorial
experiment on simulated data.

Another study of sequence-dependent setup times, but with anothermetaheuristic method,
can be found in Naderi et al. [55] where Simulated Annealing (SA) is used instead of GA.
SA is an optimization technique that resembles the physical process of molecules when
a heated metal is cooled. At first, the mobility of the molecules is high, corresponding
to evaluating many diverse schedules. As the metal cools, the molecules are more and
more impaired, corresponding to focusing on further optimization of a subset of these
schedules. Finally, the molecules freeze in place, meaning that the resulting schedule results
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from local optimization. The problem under study in this paper is a k-stage HFS with
transportation times and sequence-dependent setup times with the objective of minimizing,
among other things, the sum of completion times (see (2.2)). The method is compared to
other metaheuristics, and the analysis indicates that the proposed SA method works well for
this class of problems.

There are many metaheuristic methods, and the study of scheduling using metaheuristic
approaches is an active field of research [56]. Later, in Section 2.3.4, we will introduce large
neighborhood search, which also can be seen as a metaheuristic.

2.3 Constraint Programming

An alternative method for scheduling problems is constraint programming (CP), an exact
method for generic combinatorial optimization problems [57]. It has been successful in
many diverse areas such as planning and vehicle routing [58], but Hooker [59] notes that
one of the most successful application areas for CP is scheduling. In particular, scheduling
of complex processes. CP solves Constraint Satisfaction Problems (CSPs) defined by a set of
n decision variables vi each having a corresponding domain i of allowed values. Further,a set of m constraints cj(v1,… vn) defines valid combinations of the values that individual
variables can take. A solution is an assignment of each decision variable to a single value,
such that all constraints are satisfied [60, 61].

CP is based on two principles: propagation and search. Propagation removes infeasible
values from variable domains by constraint-based reasoning, and search is used when
propagation cannot reduce the domains further.

2.3.1 Propagation
A CP problem may be described by the tuple ⟨ ,,,⟩, where  = {v1,… , vn} and
 = {1,… ,n} hold the set of variables and their corresponding domains. The set
 = {c1,… , cm} denotes the set of model constraints cj(v1,… vn), where each constraint is
implemented by (at least) one propagator. The role of a propagator is to remove values from
the domains i that are not part of any feasible solution. Propagation is thus the processof removing values from the domain of the decision variables to reduce the size of the
remaining search space. Hence, model constraints are not only used to validate a candidate
solution, but are actively used to solve the problem.

There are often different propagators that may enforce the same constraint. The dif-
ferences are due to how they are implemented and how much domain reduction they can
infer. Several levels of consistency have been defined, relating to how many of the infeasible
values that the propagator removes. For example, a domain consistent propagator removes
all values of the corresponding variable domains that are not part of any valid solution.
A bound consistent propagator only reduces the bounds of the corresponding variable do-
mains (i.e. min(i) and max(i)). Domain consistency is more difficult to achieve than
bounds consistency and thus generally comes with a greater computational effort. Balancing
the computational cost with the size of the domain reduction is an important trade-off for
successful CP solving [57].
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CP differs from mathematical programming in the historical focus on developing global
constraints [62], which are tailored to exploit high-level problem structure. Global constraints
can sometimes be used to model certain aspects of the studied problem efficiently. While a
binary constraint depends on exactly two decision variables, a global constraint can depend
on an arbitrary number of decision variables. As a motivating example, consider the variables
x, y, z with domains

x ∈ {1, 2} y ∈ {1, 2} z ∈ {1, 2, 3} (2.9)
under the constraint that x, y, z must be pairwise different

x ≠ y ∧ y ≠ z ∧ z ≠ x. (2.10)
When propagating each binary constraint in (2.10) no values can be removed from any
variable domain since the inequalities can only be propagated once one of the variables
has been assigned. However, inspecting all three inequalities jointly, we note that the only
feasible assignments of x and y are x = 1, y = 2 or x = 2, y = 1. Hence, z cannot take
the value 1 or 2. The global constraint alldifferent enforces variables to be pairwise
different as in (2.10), but considers all included variables simultaneously. More formally,
alldifferent can be defined as

alldifferent(v1,… , vn) ⟺
⋀

1≤i<j≤n
vi ≠ vj . (2.11)

A domain consistent propagator for
alldifferent({x, y, z}) (2.12)

will find that there are no solutions where z = 1 or z = 2. The domains after propagation of
alldifferent({x, y, z}) will thus be

x ∈ {1, 2} y ∈ {1, 2} z ∈ {3}. (2.13)
Propagators for global constraints are often based on efficient algorithms from e.g. graph
theory. The seminal work of Régin [63] proposed a domain consistent propagator for the
alldifferent constraint based on finding maximal matchings in a bipartite graph. This
can be done in (n2.5) where n is the number of variables. Another example of a propagator
for the alldifferent constraint is the bounds consistent algorithm of López-Ortiz et al.
[64] with a general complexity of (n log n) that in special cases can even be linear in n.

There are many global constraints in CP capturing different problem structures. Currently,
over 400 global constraints (and proposed propagators) have been documented by Beldiceanu
et al. [65]. For instance, the scheduling constraint

unary

(

{(sj , dj) | j ∈  }
)

(2.14)
enforces that all jobs j ∈  are executed without overlap given the start times sj and thedurations dj . There are several propagators implementing the unary constraint. One example
is time-tabling, which reasons explicitly about the earliest end time and the latest start time
of all activities. More elaborate propagators include not-first-not-last and edge-finding that
both reasons around the ordering of the jobs on the resource [10].
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2.3.2 Search
There are different ways of implementing a constraint solver system; for a thorough inves-
tigation see Schulte and Carlsson [66]. One way is to consider propagation in a fixpoint
framework. This means that propagators are seen as operators, and repeated applications of
these operators until no more values can be removed from the variable domains is considered
a fixpoint. Many problems tackled by CP are of combinatorial nature, exhibiting a vast
search space. In these cases, propagation alone is often not enough to find a solution to the
problem. This means that all propagators may be at fixpoint, but the domains of the variables
are still not singleton. In this situation, search is used to split the problem into disjoint
subproblems. Each subproblem corresponds to decomposing the original problem’s search
space into (at least) two subspaces, where a constraint such as vi = c and vi ≠ c is added
to separate the subproblems. How the search proceeds is determined by the variable-value
selection  (or search strategy). When at fixpoint, a predefined heuristic is used to select
a variable to branch on, and another heuristic determines what value the variable should
be assigned. When a value is assigned, this triggers propagation, and hence the solution
procedure alternates between propagation and search. CP modeling thus involves balancing
the trade-off between propagation strength and search [59].

The process of determining what variable to branch on is called variable selection. The
heuristics implementing the variable selection can, for instance, be based on the size of
the variable domains, where a common heuristic is to branch on the variable having the
minimum domain size. Much research on combinatorial search has gone into developing
heuristics that adaptively selects variables to branch on, leading to high domain reduction. A
representative example is the action-based heuristic (also known as activity-based heuristic
[67]). In an action-based branching, what variable vi to branch on is determined by the value
of a corresponding action variable actvi . Each time the domain of vi is reduced by constraintpropagation, actvi is incremented

actvi ← actvi + 1. (2.15)
However, if propagation reaches fixpoint without reducing the domain of vi, the action valueinstead decays by a factor 0 < d < 1

actvi ← d ⋅ actvi (2.16)
The motivation is that by branching on the variable with the highest action value, the
branching decisions are likely to cause substantial propagation.

Once a variable vi to branch on has been determined, the value selection heuristic
determines how to decompose the problem into subproblems. If the decomposition is of
the form vi = c and vi ≠ c, the heuristic explicitly determines the value of c. Common
heuristics are e.g. the minimum, median, maximum, or a random, value from the variable
domain i. Moreover, greedy heuristics are also common, where c is selected to optimize
some function possibly dependent on other parts of the problem.

In summary, the constraint program ⟨ ,,,⟩ consists of a set of variables  , each
variable having an associated domain i ∈ . The model constraints in  are enforced by
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the propagators. When propagation alone cannot find a solution, then the search strategy 
splits the problem into disjoint subproblems, hence interweaving propagation and search.
A standard approach is to explore a binary search tree by depth-first search [57]. To solve
optimization problems, one constraint co(v1,… , vn, o) may relate the objective o with the
variables in  . The currently best-found solution can then be used as an upper bound in a
B&B framework. Moreover, it is common to use restart-based search to increase robustness
when solving combinatorial problems [68]. When a poor decision is made early in the search
tree, it may take substantial time before this decision is revised. By systematically restarting
from the root node, the negative impact of accidentally making poor initial decisions in
the search tree is reduced. This makes it more likely to find a solution within reasonable
runtimes [57]. Restart-based search thus relies on the search strategy to include components
that make subsequent searches, restarting from the same node, take different paths through
the search tree, such as randomization in value selection or adaptive variable heuristics.

2.3.3 Relation to Mathematical Programming

CP originates from the development of logic-based methods in computer science, whereas
mathematical programming comes from operations research and applied mathematics [62].
On scheduling problems, the most common approach is Mixed-Integer Linear Programs
(MILPs). The differences between CP andMILP are, according to Hooker [59], primarily due
to the early presence of explicit objective functions in MILP. This has shaped the subsequent
development to be objective-oriented. In contrast, the logic-based background has led CP to
be constraint-centric. For instance, the most common approach to prove optimality in CP is
to explicitly prove that no other solution is better. In contrast, proving optimality in MILP is
usually based on lower bounds from linear relaxations exploiting duality theory [42].

Both CP and MILP use search to explore the solution landscape. MILP solvers are often
based on solving linear relaxations in each node of a search tree, making branching decisions
over fractional variables that are not yet integer. This means thatMILP solvers typically spend
quite some computation time in each node of the search tree to solve a problem relaxation.
In addition, cuts may be added to strengthen the relaxation, which, in turn, accelerates the
search indirectly [59]. In contrast, CP generally spends less time in each node, inferring
direct search space reductions by propagation. It is worth mentioning that the two fields are
not without overlap. For instance, today’s MILP solvers may use presolve techniques, that
can be seen as a rudimentary form of constraint propagation [69, 70]. Also, search logic
can sometimes be encoded in MILP using, for instance, special ordered sets [71, 72].

While MILP constraints rely only on linear inequalities, CP permits more expressive
relations. This means that the problem under study can sometimes be more succinctly
expressed in CP than in MILP. As an example, for decision variables x, y and the parameter
vector P , the following relation

y = Px (2.17)
can be enforced by the CP constraint element(y, P , x). Further, logical connectives are
admitted. For instance,

x ≤ 0 ⟹ y ≤ 0. (2.18)
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The connectives can also be combined into metaconstraints such as
f (x) ≤ 0 ∧ f (y) ≤ 0 ⟹ x ≤ 0 (2.19)

which further increases the expressiveness in CPmodeling. Special methods, for example, the
big-M technique, may sometimes be used in MILP to express similar constraints. However,
these techniques often rely on introducing additional variables and may affect the solving
performance [42]. While one of the success areas of CP is scheduling problems [7, 9, 58],
CP and MILP indeed have complementary strengths [59]. Scheduling problems may both
have constraints that propagate well and others that relax well. Thus, hybridizing the two
approaches is an active research field [69].

2.3.4 Large Neighborhood Search
Large Neighborhood Search (LNS) is a technique for local search optimization [73]. The
general idea is to start from a feasible solution and explore a neighborhood around that
solution. Neighborhoods are constructed by relaxing the assignment of a subset of the
decision variables. By keeping parts of the old solution and exploring the search space of
the relaxed variables, better solutions may be found. If a better solution is found, it becomes
the incumbent for the next iteration of relaxing and solving. The choice of neighborhood is
crucial for the performance of LNS.

More formally, let c(x) denote the cost of a solution x. Assume that we want to minimize
the cost i.e. find the solution x∗ for which c(x∗) ≤ c(x),∀x ∈ X where X is the set of all
feasible solutions. We define the neighborhood N(x) ⊆ X to be a subset of the solutions
that can be reached from x by a particular neighborhood definition (sometimes denoted
neighborhood function) [74]. A steepest descent [56] local search procedure then starts from
the incumbent x and searches for a new solution

x′ = argmin
x̃∈N(x)

c(x̃). (2.20)

If c(x′) < c(x), then x′ becomes the incumbent for the next iteration. Once a local optimum
is found, i.e. there are no better solutions to be found in the neighborhood constructed by
the neighborhood definition, the algorithm terminates. This fact emphasizes the importance
of the neighborhood definitionN(x). Neighborhoods are either automatically constructed
based on the model and the solving process or constructed by exploiting high-level problem
structures to infer suitable neighborhoods [75]. In this work, we focus on the latter.

An example of how a neighborhood in local search can be constructed follows. Consider
the traveling salesman problem where we want to find the shortest possible route that visits a
set of cities and returns to the origin city. A solution to this problem is a tour connecting the
nodes in a graph by edges forming a closed path. Given a solution, a neighboring solution
can be constructed by deleting any two edges in this tour and replacing them with two new
edges closing the path again. Starting from an initial solution x, all possible neighboring
solutions that can be constructed this way constitute the famous 2-opt neighborhood [74].

Large neighborhood search [73] also explores a neighborhoodN(x) around a solution
x. However,N(x) is defined implicitly by the set of solutions that can be found in a search
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Algorithm 2 Large Neighborhood Search
1: Input: feasible solution x
2: x′ = x
3: repeat
4: x′ = solve(relax(x))
5: if accept(x′, x) then
6: x← x′
7: end if
8: until termination criteria is met
9: return x

space constructed by relaxing parts of the initial solution. A relaxation in this context refers
to restoring the domains of certain decision variables vi ∈  to their original domain i.As a simple example, consider a problem with decision variables v1 and v2 each having the
original domain {1, 2, 3}. Assume that v1 = v2 = 1 is a feasible initial solution. A neigh-
borhoodN(v1, v2) can be defined as all solutions in the search space formed by assigning
v1 = 1 and restoring v2 to its original domain (removing only the previously assigned value).
In our example,N(v1, v2) = {(1, 2), (1, 3)}. This results in a highly restricted search space
compared to the original problem. However, the neighborhoods are typically larger than
used in local search, giving rise to the name large neighborhood search [76].

A description of LNS is given in Algorithm 2. Here, the variable x′ stores the currently
best-found solution. The function relax(x) takes the solution x and relaxes a subset of the
decision variables. The function solve() solves the problem in the restricted search space.
In its most simple form, the function accept() only accepts improving solutions, i.e. where
c(x′) < c(x). Note from the construction on Algorithm 2 that all neighbors are often not
considered, but the neighborhood is instead sampled for improving solutions [77].

2.3.5 Relevant work in CP-based scheduling
Constraint programming is used in several successful scheduling applications both in
academia and in the industry [7, 58]. We will here review a selection of relevant articles
studying scheduling using CP and LNS.

Grimes et al. [78] study job shop scheduling. They introduce two CP models. One
“heavy” CP model based on using unary constraints and tailored search heuristics, and one
“light” model using simpler disjunctive constraints of the form

startj + durationj ≤ startj′ ∨ startj′ + durationj′ ≤ startj

together with learning search heuristics, geometric restarts, and nogood recording. The
search heuristic is the weighted degree heuristic, a heuristic related to accumulated failure
count i.e. counting how many times a constraint causes failure during search. The heuristic
includes minor modifications for better performance at the start of the search. Contrary to
what might be expected, the light model outperforms the heavy model on a variety of job
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shop instances as it offers a better trade-off between search and propagation. In large, the
success of the light model is attributed to the generic search heuristics. The light model is
however not comparable with the CP model in Beck [79] using solution-guided search, i.e.
by using a set of good solutions that are randomly used as guidance for value selection in
search. Therefore, the authors continue in Grimes and Hebrard [80] by including solution-
guided search to schedule job shops with sequence-dependent setup times and job shops
with maximal time lags. In the same work, they study the influence of the learning variable
selection and note that it is vital for efficient solving of job shops with sequence-dependent
setup times, but it can be detrimental for some job shops with maximal time lags. Both in
Grimes et al. [78] and Grimes and Hebrard [80] the objective is to minimize makespan.
Objective functions that are based on a sum of variables may suffer from weak propagation
when the sum has several terms. The authors address sum objectives in Grimes and Hebrard
[81] by studying yet another variant of the job shop, now under the objective of minimizing
the sum of costs for finishing a job early or late with respect to a given due date. The authors
expand the use of the learning heuristic to variables related to early and late finishing. In
addition, they introduce a new search heuristic for job shops with maximal time lags. The
authors conclude that the CP model outperforms several other approaches based on e.g.
genetic algorithms and tailored B&B approaches for job shops with maximal time lags.

Metaheuristics are noted by Beck et al. [82] to be common for scheduling problems
in academia, while CP is more often used in real-world applications due to, among other
things, its efficient handling of side constraints. The authors propose a hybrid approach
using a simple combination of an elaborate CP model and a high-performing Tabu Search
method. Tabu Search is a metaheuristic in large similar to local search, but that uses a short-
term memory concept to avoid undoing decisions that were just made. The two approaches
have different strengths; the tabu search is noted to diversify well, i.e. it explores the full
search space efficiently, while the CP approach intensifies well, meaning that it is good
at finding improving solutions given a restricted search space. Beck et al. [82] propose a
procedure based on switching back and forth between these two solution methods at fixed
time intervals. They note that it is easy to hybridize the two selected approaches since both
are based on keeping a set of elite solutions to guide the search, and this set of solutions can
be used to communicate between the CP model and the Tabu Search. The authors also use
reinforcement learning to determine when to switch between the two methods instead of
using fixed intervals. Interestingly, a statistical analysis shows that no parameters related to
the reinforcement learning algorithm significantly affect the solving performance. When
using fixed switching intervals, this hybridization of CP and Tabu Search found ten new
solutions improving on the state of the art on well-known job shop benchmark problems.

The standard job shop does not include the allocation of jobs to machines. Booth et al.
[83] remark that the literature on combining task allocation and scheduling using CP is
limited. They compare a CP-based approach with a MILP-based approach to a multi-robot
task allocation and scheduling problem, and conclude that CP works well for the general
structure of these problems. The task allocation is implemented using optional interval
variables. A similar approach to determine both task allocation and temporal scheduling is
developed by Ham [84] to schedule a truck-and-drone final mile delivery system. The author
notes that the problem under study can be seen as a parallel machine scheduling problem
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with sequence-dependent setup times and general precedence constraints. The proposed
CP approach is demonstrated to find near-optimal solutions within one second to realistic
problem sizes.

As mentioned in Section 2.1, the hybrid flow shop has similarities to the resource-
constrained project scheduling problem. Kreter et al. [85] study project scheduling using
CP where resource availability is given by a calendar for each resource. The objective is to
minimize the makespan of the entire project. In the studied problem, each activity may have
multiple resource requirements from different resources with capacity limits. The authors
introduce tailored propagators and evaluates the performance of several CP models and a
previously published MIP model on an open benchmark set. Kreter et al. [85] close several
open instances, and conclude that the CP solutions are obtained faster than the MIP solutions
and are competitive when it comes to solution quality.

An industrial application of CP-based scheduling is presented by Goel et al. [86], who
study ship scheduling using CP to deliver liquefied natural gas from production terminals to
demand terminals. They propose two CP models: one based on scheduling cargos as seen
from the terminals, and one dual representation based on scheduling ship voyages. Both
models use optional tasks to capture that a cargo can potentially be processed by several
resources (ships), but only one resource is needed. The objective is to minimize a sum of two
terms where the first term represents the deviations from the targeted amount of delivered
gas. The second term holds penalties due to operation interruptions by overfull inventory at
the production terminals or lack of inventory at the demand terminals. A search heuristic
is introduced that tries to schedule the arrivals and departures from terminals at regular
intervals. The intuition is that spreading out these events regularly in time will minimize the
likelihood of interruptions due to overfull or lack of inventory, and maximize the likelihood
of delivering the targeted quantity. Given the same amount of time, the CP approach is able
to consistently find better solutions compared to an existing approach using MIP. In addition,
given a certain schedule quality, the CP approach finds a schedule on average 4.55 times
faster than the MIP procedure.

Another application from the maritime industry is stowage planning of container ships.
This is studied by Delgado et al. [87], who propose an approach based on decomposing
the problem into one master problem that distributes containers to sections, and one slot
problem that assigns containers to slots within the sections. The slot problem is solved using
CP and channels two viewpoints: one view from the containers and one view from the slots.
To use the global channel constraint, the authors introduce fake containers to mimic an
equal number of containers and slots. Further, symmetry breaking, implied constraints, and
dynamic lower bounds are presented and used to increase performance. The objective is
to minimize the number of overstows, i.e. containers stacked above other containers but
discharged at later ports. The overstows are expensive since the container on top needs to be
removed to discharge the underlying container. The objective also includes three heuristic
rules from the shipping industry facilitating later container handling, capturing how shipping
plans are currently constructed. The CP model solves 92% of the problem instances from an
industrial collaborator in under 1 second, which is way below the time budget for a stowage
planning support tool.

Novas and Henning [88] present an industrial scheduling problem considering automated
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wet-etch stations within a semiconductor manufacturing process. The wet-etch stations
remove layers from the wafers’ surface by treating the wafer in a series of baths. Robots are
used to move the wafers between etching baths (with chemicals) and rinsing baths (with
water) in predefined sequences. Once a wafer has been processed in an etching bath, there
is a zero-wait policy before it must be sent to the subsequent rinsing bath. Otherwise, the
wafer might be damaged. On the contrary, for rinsing baths there is no harm in letting the
wafer stay longer than the processing time (unlimited wait policy). The wet-etch stations are
modeled as flow shops with non-intermediate storage (there are no buffers between the baths)
and a mix of zero wait and unlimited wait constraints on the stages. Novas and Henning [88]
continue by presenting a CP model that schedules the wafer lots to be processed at each bath,
and schedules the required robot movements. The objective is to minimize the makespan of
processing a predefined number of wafer lots. The wet-etch stations are a part of a larger
processing chain, and to assume that all resources (baths and robot arms) are available at the
beginning of the scheduling horizon is not realistic. The CP model is extended to support
rescheduling in a receding horizon approach to manage the online aspect. This extension
tries to avoid significant changes in the currently active schedule by limiting the possibility
of rescheduling already scheduled jobs. By solving the CP model for various instances, it
is demonstrated that explicitly scheduling the robot movements is critical for constructing
schedules that are feasible in practice.

The same authors study short-term scheduling of a flexible manufacturing system using
CP in Novas and Henning [89]. The flexible manufacturing scheduling problem consists of
several subproblems: assigning operations to machines, scheduling manufacturing tasks,
routing parts, scheduling machine buffers, tool planning, and scheduling of automated
guided vehicles. The authors demonstrate cases where a segregated approach, solving each
subproblem in isolation, leads to erroneous behavior. Therefore, in contrast to previous
approaches in scheduling these manufacturing systems, Novas and Henning [89] model all
subproblems as one integrated CP model with the objective of minimizing the makespan.
The CP model is tested on various problem instances and generates optimal or good quality
suboptimal solutions for most case studies. The authors conclude by noting that the lack of
benchmark instances for integrated models limits further comparisons.

Propagation-guided Large Neighborhood Search is studied by Perron et al. [90]. The
authors note neighborhood design to be the most crucial part of an LNS solver, and specifying
good neighborhoods often requires both knowledge and experiments. To make neighborhood
design more generic, they propose to generate neighborhoods based on the constraint model
automatically. The idea is to build a neighborhood iteratively. The procedure starts by
relaxing all variables. Then, a random decision variable is assigned and the propagating
effect that this has on the other decision variables’ domains is monitored. Next, the variable
that had the most significant domain reduction is assigned, and the subsequent domain
reductions are yet again monitored. This is repeated until a desired size of the neighborhood
is reached. A motivating example is that if we have a constraint X = Y and assign X, but
do not assign Y , then the neighborhood is smaller than expected since after propagation
Y will be essentially assigned. The propagation-guided neighborhood is compared with
tailored neighborhoods for the car sequencing problem developed in an earlier work [91].
The automatically constructed neighborhood is shown to be comparable in performance
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with the best hand-written neighborhoods.
Adaptive Large Neighborhood Search (ALNS) is a method to identify favorable neigh-

borhood structures among a set of alternatives [92]. In the contemporary literature, ALNS
is often combined with tabu-based techniques to avoid re-visiting recently found solutions.
One representative example is He et al. [93] that study oversubscribed sequence-dependent
scheduling problems. Unlike previous approaches, they use a tight integration of the two
methods, which is demonstrated to work well on a real-world satellite scheduling problem.
The authors attribute this to the diversifying capabilities of ALNS that combines well with
tabu-search for intensification.





Chapter 3

Underground Mining as a Hybrid Flow Shop

In this chapter, we start by introducing the underground mining process and the impact
that different mining methods have on the short-term scheduling problem. A rich k-stage
hybrid flow shop abstraction that captures central aspects of the excavation process is then
proposed. Lastly, we review related literature in mine optimization, starting with the few
available works on short-term mine scheduling.

3.1 Underground Mine Operations

Mining is the process of excavating rock from the earth’s crust. Rock of sufficiently high
mineral content (ore) is often located in geographical deposits called ore bodies. There are
two ways of accessing an ore body to retrieve minerals: either from the surface in an open
pit mine, or beneath the surface in an underground mine. Once the ore is excavated, it is
processed in several subsequent steps. Depending on the type of mineral, the ore may go
through crushing, grinding, and flotation, to enrich the ore before it is shipped to a smelting
plant for even further processing.

The life of an underground mine can be divided into five phases [95]. The first two phases,
prospecting and exploration, are concerned with finding and determining the profitability of
exploiting an ore body. The third phase, development, is making the ore body accessible for
production by developing drifts (tunnels) in the ore body and the surrounding rock mass.
The fourth stage, exploitation, deals with the actual excavation of ore. Finally, the fifth stage,
reclamation, concerns restoring the affected environment as much as possible to its original
state. Out of these five phases, the only profitable stage is exploitation. The efficiency of the
operational mine is thus important for the overall profitability of the operation. Moreover,
many mines rely on high volumes (tonnages) to make their targets [96], meaning that
seemingly minor efficiency improvements may significantly impact profitability.

The decision of which mining method to employ depends on, for instance, the depth
and inclination of the ore body [97]. A common mining method for near-horizontal ore
bodies is room-and-pillar mining (see Figure 3.1a). Room-and-pillar mining is used for
flat ore bodies containing e.g. copper, coal, or potash. As the name suggests, it is based
on excavating the ore such that pillars are left in the ore body to support the surrounding
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(a) Room-and-pillar mining (b) Sublevel caving

(c) Block caving (d) Cut-and-fill mining

Figure 3.1: A selection of mining methods. Room-and-pillar mining (a) and cut-and-fill mining
(d) follow similar production cycles. Sublevel caving (b) and block caving (c) are primarily used
for massive ore bodies. Asset of Epiroc [94], with kind permission.
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rock mass. Sublevel caving, depicted in Figure 3.1b, is typically used for steep ore bodies.
It is based on collapsing the ore and the adjacent waste rock (i.e. rock without significant
economic value) by blasting at sublevels and progressing downwards. Regularly spaced
drifts are developed into the ore body to enable drilling and blasting to initiate this caving.
The ore is then dumped into ore passes connecting the production levels with the haulage
(transport) levels. Block caving is a method that applies to massive ore bodies with large
horizontal and vertical extensions, see Figure 3.1c. It is used for large-scale production,
where the ore body is allowed to cave by removing its support from underneath. The ore
then fractures naturally by gravity and caves down to draw points located underneath the ore
body. Cut-and-fill mining, see Figure 3.1d, is more common for steep, irregular ore bodies
containing high-value ore such as gold or silver. It differs from the other methods since it
relies on backfilling the excavated areas. The ore is extracted in horizontal slices where
the excavated voids are backfilled with concrete, waste rock, or sand. The backfill acts as
support for the surrounding rock and becomes the platform for the next horizontal slice as
excavation proceeds upwards. For more details on these mining methods, see e.g. Darling
[96], Hamrin et al. [97], and Hustrulid [98].

The choice of mining method affects the characteristics of the corresponding short-term
scheduling problem. This is because the mining method determines the types and number of
machines required, where these machines are operating, how much rock support is needed,
the layout of the road network, and how the excavation progresses. In addition, the same
general mining method often exhibits mine-specific modifications to deal with the local
conditions at the mine [97]. This means that the choice of mining method does not only
affect strategic and tactical considerations but also decisions on the operational level.

3.2 Short-term Mine Scheduling

The terminology used in mine planning and scheduling is at times inconsistent and mis-
matches the wider scheduling community. This issue is highlighted by e.g. Kozan and Liu
[99]. For example, mine scheduling is sometimes used to denote block sequencing without
timings such as in Caccetta and Hill [100] and Bley et al. [101]. Moreover, the short-term
scheduling of the daily mining operations is sometimes known as short-interval control [102].
In this thesis, we will follow the standard set by Kozan and Liu [99] and use terminology
more similar to the one used in operations research. Scheduling is hence reserved to denote
a function deciding both what resources to use and the detailed timings of each activity.

We pay special attention to hard-rock mining methods [96] that follow production cycles
similar to Figure 3.2 (see Table 3.1 for a brief description of the activities). The production
cycle is a number of sequential process steps that are required to advance the excavation
process. The production cycles take place at the face (the end) of the drifts (tunnels) and is
used in e.g. cut-and-fill mining and room-and-pillar mining. The goal of each cycle is to
separate ore from the face and prepare the face for the next cycle. A similar production cycle
is also used for the development (tunneling) that occurs in all underground mines regardless
of mining method.

Even in small mines, many production cycles are simultaneously conducted at different
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Figure 3.2: A production cycle depicting the diverse set of mobile machines required to process
the activities. The cycles are conducted at the face of the drifts, which progresses forward as
rock is excavated.
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mining faces throughout the mine. First, holes are drilled and charged with explosives. After
blasting the explosives and waiting for the toxic blast fumes to be ventilated, the rock is
sprayed with water to reduce the number of airborne particles. Later, the separated rock is
removed from the face in a process called loading using a tailored Load-Haul-Dump mobile
machine (LHD). The next step in the production cycle is to scale off loose rock still attached
to the drift’s interior by using a hydraulic hammer. To prevent the drift from collapsing, the
insides of the drift are reinforced by shotcreting i.e. sprayed with concrete. Later, the walls
and roof are bolted to the surrounding rock mass to strengthen it further. Finally, the two
last steps prepare the face for the next cycle by scaling the face and removing the rock that
is scaled away.

The short-term mine scheduling process allocates machines to the individual activities in
the production cycle and determines when these activities should start so that a predetermined
number of production cycles can simultaneously be processed on many different faces. Some
characteristics of the extraction processmake it particularly interesting to study. First, blasting
can only take place during predefined time slots called blast windows. Due to safety, no
other activities are allowed in the mine during these periods. The machine operators are then
located either above ground or in secured underground areas. Most activities started before a
blast window can be paused and resumed afterward, but activities such as shotcreting cannot
be split since the concrete cures (i.e. hardens). Thus, shotcreting activities must be scheduled
in-between blast windows so that they are not interrupted. Another peculiarity is that when
the inside of a drift is sprayed with concrete, the drift is unavailable for a certain cure time
as the concrete cures, whereas the machine is available to process another activity. Lastly,
some machines are only used in one step of the production cycle, while other machines are
used in several steps.

In many mines, the short-termmine schedule is prepared manually. The schedule is based
on input from the medium-term plan. Transforming the input data to a feasible short-term
schedule involves booking the necessary resources and timetabling hundreds of activities.
The overarching goal is to produce a schedule that makes it possible for the operation to reach,
or exceed, the production targets of the medium-term plan. It is a complex and error-prone
task, making current manual practice critically dependent on the individual mine scheduler’s
expertise [2]. Underground mining is also subject to large uncertainties in the execution
of the mining activities, resulting in frequent unforeseen events [19]. These events quickly
make the ongoing schedule invalid and forces the scheduler to reschedule often, sometimes
several times per day. This is part of the reason why short-term schedules typically only
spans up to a week since manually maintaining detailed schedules with longer horizons is
challenging. When the execution approaches the end of the current horizon, activities are
added and removed from the ongoing schedule to facilitate the transition into the schedule
containing the activities for the upcoming horizon. Thus, the scheduling strategy resembles
a mix of a finite and a receding horizon approach [103].

This description contains some critical components of the studied short-term under-
ground mine scheduling problem. That being said, there are variations between mines using
the same mining method [97] that also affect the scheduling problem. In addition, the mine
continuously evolves, meaning that scheduling parameters change and special cases emerge.
Moreover, the short-term scheduling process also considers additional information from
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Table 3.1: Description of activities and the required machines.

Activity Machine Task
Drilling Drill rig Drilling holes in the rock mass
Charging Charge rig Charging drilled holes with explosives
Washing Water truck Spraying water to suppress dust
Loading Load-Haul-Dump

machine (LHD)
Removing rock from a drift after
blasting or scaling

(Face)
Scaling

Scale rig Mechanically removing loosely attached
rock from the inside of a drift

(Face)
Cleaning

Wheel loader Removing small amounts of rock from
the drift after scaling

Shotcreting Shotcreter Reinforcing by spraying the inside of a
drift with concrete

Bolting Bolter Reinforcing by bolting the inside of a drift
to the surrounding rock mass

e.g. maintenance, mine services, and seismic systems. Thus, the mine scheduling process
coordinates many heterogeneous activities under large process uncertainties while obeying
numerous process and safety constraints. These circumstances all contribute to the fact that
even in modern mines, the average utilization of certain machine types can be well below
50% [104].

3.3 A Hybrid Flow Shop Abstraction

In previous research on underground mine scheduling, the hybrid flow shop is sometimes
mentioned to justify methodological choices. However, there has been no systematic ap-
proach to highlight the short-term scheduling problem addressed in this thesis. The benefit of
finding a suitable abstraction, such as a hybrid flow shop, is that it separates the scheduling
problem from the underlying process and makes it easier to draw inspiration from related
scheduling problems. The challenge is to adequately map the underlying process, in this
case short-term underground mine scheduling, to a suitable abstraction.

Considering the introduced mining methods in Section 3.1, note that all production
activities have a fully specified execution order due to the production cycle (Figure 3.2). For
cut-and-fill and room-and-pillar mining, the production activities in each production cycle
occur at one single location where only one machine can operate at a time. This means that
the activities of each individual production cycle are all conducted at the same disjunctive
location. This is also true for development, which follows a similar production cycle at a
single location. This does not necessarily hold for sublevel caving and block caving. While
they also follow a production cycle, the unit activities may take place at different locations.
For instance, drilling and charging may be conducted from a higher level than where the ore
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Figure 3.3: A k-stage hybrid flow shop is a process description where jobs sequentially pass
through k stages. At each stage the job is processed by one of several possible machines. For
the short-term underground mine scheduling problem, one job corresponds to excavating one
geographical volume of rock in a specified location.

caves after blasting. There is also a notable difference in time aspects between e.g. cut-and-
fill mining and sublevel caving. In a cut-and-fill mine, all the activities of the production
cycle are typically conducted within a relatively short time period. In contrast, holes may be
pre-drilled several months before they are charged in sublevel caving. However, sublevel
caving, and many other large-scale mining methods, requires extensive development before
production can commence.

The hybrid flow shop abstraction can be used to describe mining methods that follow
a production cycle at a single location. The individual activities in the production cycle can
be thought of as stages, see Figure 3.3, where each stage contains a set of machines that can
perform the activity. In contrast to the common manufacturing setup it is not jobs that travel
between stationary machines, but rather mobile machinery that travels between stationary
jobs. Using the vocabulary introduced in Section 2.1, we note that the production activities of
cut-and-fill mining, room-and-pillar mining, and development, can be modeled as an HFS by:

• One job is identified as excavating one geographical volume of rock at the face of a
drift.

• Each job is processed by the activities included in the production cycle; hence, the
activities in the cycle are seen as stages in a k-stage HFS.

• When a job is processed at a stage, it is most often interruptible by blast windows.
Meaning that the machine can pause and resume after the blast window. However,
some stages are uninterruptible. In particular, stages that correspond to activities
involving concrete cannot be interrupted since the concrete cures.
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• Suppose the machine park is heterogeneous (different specifications such as shovel
volume or drilling speed), but does not vary between different parts of the mine. In
that case, the machines can be considered as uniform since the stage processing times
depends on the machine but not the specific job.

• The travel time between different locations can be seen as sequence-dependent setup
times for the machines. The length of the setup time depends on the immediately
preceding job processed by the machine.

• Machines used in several stages (e.g. scaling, clearing, and loading) can be modeled
as sharing of machines between stages or revisits.

• Note that blasting and ventilation occur sequentially, does not require mobile machines,
and can only be scheduled during blast windows. By introducing a virtual machine
that is required for the blasting and the subsequent ventilation, these two activities
can be seen as one single stage in the HFS with machine unavailability. In particular,
the virtual machines are only available during blast windows.

• After-lags capture that locations are occupied after finishing certain activities while
the machine is free to do other work (relevant for shotcreting).

• General precedence and temporal constraints account for safety standards and mine
layout restrictions when operating in confined environments.

This HFS describes short-term scheduling of the production cycle activities for mining
methods where the activities take place at one single location. There are however some
characteristics of the short-term mine scheduling problem that the HFS does not capture:

• Safety regulations that may apply for simultaneously conducting activities on adjacent
drifts. This is not the same as precedence constraints between jobs since it only affects
one job stage. Further, it does not enforce a precedence relation but rather disjunctive
execution of certain stages of different jobs.

• The presence of auxiliary activities, such as maintenance, where the execution order
is not related to the production cycle. Out-of-cycle activities make the problem exhibit
open shop or flexible flow line characteristics [29].

• Mining methods where each production cycle’s activities may take place on several
locations. The proposed HFS defines a job as one full production cycle at one single
location, which does not support that different geographical locations are occupied in
different stages of the same job.

Hybrid flow shops are mentioned by Schulze et al. [5] to describe the mine they study.
The authors similarly consider one block as one job and further note that revisits can capture
that the mine under study has time-based restrictions on scaling. This means that if too
much time has passed since scaling, the work area is unsafe. Hence, rescaling is necessary
before continued operation. The authors do not include travel time for the machines to travel
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between faces. Another study that briefly mentions HFS is Song et al. [2]. The authors
note that the studied mining operation resembles a flexible flow shop, however without
providing any motivations or further specifications. The authors also remark that the travel
time between work areas in an underground mine is a key characteristic that many previous
works does not consider.

The proposed HFS hence describes a central part of the short-term mine scheduling
problem, but it gets cumbersome to find an HFS abstraction that includes all contingencies.
More general abstractions, such as the resource-constrained project scheduling problem
[38] and the multi-robot task allocation and scheduling problem [37], may capture more
contingencies. To summarize, central aspects of cut-and-fill mining, room-and-pillar mining,
and development, can be modeled as a k-stage HFS with a mix of interruptible and unin-
terruptible activities, uniform parallel machines, sequence-dependent setup times, sharing
of machines between stages, after-lags, machine unavailability, and precedence constraints
between jobs.

3.4 Relevant Works in Mine Scheduling

Although rare, there are a few works on short-term scheduling in underground mining at the
level of granularity that we are studying. As mentioned earlier, the terminology in the mining
community regarding planning, scheduling, and dispatching, varies between authors and
is unfortunately inconsistent at times. Outside the mining community, planning is used to
answer what and how, while scheduling answers who and when. Following this convention,
mine planning thus determines e.g. the sequence that the ore body is exploited and how (by
which method) this is done. The scheduling process then decides exactly when this activity is
to be conducted and who (what resource) performs the activity. A related term is dispatching,
which often denotes a reactive strategy with a limited horizon, only determining the most
imminent action for an individual machine. In the literature, there is also a categorization of
scheduling and planning into long-term, medium-term, and short-term, where there is no
strict consensus on where one time horizon ends and the other starts. The works introduced
here will be focused on short-term horizons, rather than long-term, i.e. on the operational
level instead of strategic or tactical. For reviews on long-term planning, we refer to Newman
et al. [95] or Kozan and Liu [99].

The earliest published work that studies short-term scheduling in underground mines
is Koenigsberg [105], that during the late 1950s used cyclic queues to schedule the min-
ing machines in a room-and-pillar mine. There are some other early works developing
decision-support tools, e.g.Williams et al. [106], but research on short-term underground
mine scheduling is chiefly a recent topic. A decision-support tool is developed by Song
et al. [2] to automate the scheduling of some activities of a mining production cycle. The
introduced construction procedure is based on ordering the activities by calculating all
possible permutations, and choosing the one with the shortest makespan. To cope with the
factorial growth of possible permutations, the authors decompose the problem based on
geographical distance. This is done by clustering adjacent faces and schedule one machine
set in each cluster. The method is tested on data from the Kittilä mine in Finland, where
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the makespan achieved by using the algorithm is much lower than the actual outcome from
manual scheduling. However, the authors recognize that this analysis does not incorporate
the dynamic nature of uncertain activity durations and disturbances. Campeau and Gamache
[107] also develop a decision-support tool using MILP for short-term underground mine
scheduling in order to quickly evaluate the feasibility of the medium-term plan. The authors
evaluate the tool on a simulated mine and find it to provide a reasonable upper bound on the
tonnage possible to mine during the planned period.

When mining for potash, it is not uncommon to mine using the room-and-pillar method
as described earlier. Schulze et al. [5] study how to schedule the mobile production fleet
in an underground potash mine with the objective of minimizing makespan. This is done
by formulating a MIP model and solving it to optimality using a commercial solver for
small problem instances. To scale to larger instances, the authors introduce a construction
procedure embedded in a multi-start environment. By observing that non-delay schedules
[29] need not include the optimal schedule, the construction procedure is enhanced by
introducing conscious delays into the heuristic. Schulze et al. [5] additionally introduce a
modified Giffler and Thompson procedure [108] for scheduling medium to large problem
instances. The different scheduling approaches are tested on a variety of problem sizes. They
conclude that for small problem instances, solving the MIP formulation using a commercial
solver is efficient. For medium-sized problems, the Giffler and Thompson procedure works
best. For large problems, the construction procedure including conscious delays yields the
lowest makespan. The fact that including conscious delays may lower the makespan indicates
that the common mine practice that machines should never idle is not necessarily a good
practice. The constructive procedures are later [109] extended to include job selection and
staffing with the goal of minimizing the deviation between the amount of mined potash
and a targeted production rate. Their evaluation shows that the algorithm outperforms
manual scheduling of the same problem. Seifi et al. [110] studies the same mine but employ
a two-stage scheduling approach. First, they use MILP to solve a relaxed version of the
scheduling problem. Then, they incorporate all mining constraints by means of a heuristic
repair algorithm. This approach is later [111] compared to both a constructive procedure
and a MILP model that uses TSP variables. The authors note that the latter approach finds
better solutions in 69% of the realistic instances they consider.

Nehring et al. [112] study an application in a sublevel stoping mine. Here, the scheduling
problem addresses how to transport the ore from the draw points, via intermediate storages,
to the haulage shaft. The MILP model allocates machines to different draw points on a
shift basis over a period of two months. The objective is to minimize the deviation from
targeted production. The MILP model is solved using CPLEX and evaluated on a simulated
mine. Note that this is one of few papers that includes secondary ore movements, such as
transporting ore from an ore pass to the crusher. The authors continue to explore this path in
Nehring et al. [16] by simplifying the model to decrease computation time. Additionally,
in Nehring et al. [113], the medium-term goal of optimizing net present value is included
in the MIP formulation. The advantage of using a holistic model spanning both tactical
and operational decisions is also evaluated by Little et al. [114]. The authors integrate both
stope layout and production scheduling in one model and note that the constructed schedules
are of higher quality than when optimized sequentially. However, using one holistic model
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instead of two segregated models increases the computation time significantly.
Some mining methods require backfill, i.e. refilling excavated voids with waste rock,

sand and concrete. This adds additional complexity to the scheduling problem since the
backfill activities need to be synchronized with the excavation. O’Sullivan and Newman
[17] study the Lisheen mine in Ireland which uses a mining method similar to cut-and-fill
mining. A MILP model is introduced to schedule when a certain area underground should be
extracted to maximize the production of mineral (i.e. maximizing the product of the grade of
the ore and the volume of ore extracted). Unfortunately, the MILP model is unable to solve
problems over an extended period of time due to the high computational cost. They alleviate
this issue by introducing a heuristic decomposition method based on fixing variables in a
predefined fashion. The idea is to first consider high-grade areas and solve the scheduling
problem for those areas only. When a solution is found, lower-grade areas are introduced
into a new scheduling problem where the solution considering only the high-grade areas is
enforced as constraints. The authors argue that the decomposition-based method provides
a feasible way of obtaining good (but not optimal) results. Another decomposition-based
technique can be found in Martinez and Newman [18], who build on the results first obtained
by Kuchta et al. [115] and later refined by Newman et al. [116]. Similar to O’Sullivan and
Newman [17], the authors in Martinez and Newman [18] decompose a MIP model based on
ore grades. The goal is to determine monthly resource allocations over a horizon spanning
several years. The objective is to minimize the deviation from monthly targeted quantities
while adhering to numerous mining constraints. Upon evaluating on datasets from the Kiruna
mine in Sweden, the authors note that the method often finds a solution within 5% of the
targeted quantities, and does so in a reasonable time for this application.

Executing the individual mining activities may include routing the correct machine to
the right location. For the underground case, it is noted by Saayman et al. [117] that routing
research from other areas has limited application in underground mines due to the confined
environment. The authors study the effect of different routing strategies in dispatching
LHD’s to draw points in a block caving diamond mine. Routing is also tackled by Gamache
et al. [118] who develop an approach based on Dijkstras algorithm for routing the mobile
machines in an underground mine. This approach considers only one vehicle at the time,
neglecting the interaction between vehicles. The same authors later extend their research
[119] by presenting a method based on dynamic programming which provides a more global
view on the routing problem.

Although the emphasis in this thesis is on underground mining, some noteworthy open
pit scheduling works are appropriate to mention. It is noted in Beaulieu and Gamache [119]
that scheduling underground mine operations is not as easy as altering existing algorithms
for open pit mines. In other words, underground mine scheduling is a related but distinct
problem from scheduling open pit mines. An aspect that differs is the overall process
dynamics, which partially comes from a more diverse machine fleet underground. In the
open pit context, there are two central objects, shovels and trucks. The shovel-truck problem
is to decide where a truck should go for loading after it has unloaded. In Alarie and Gamache
[120], the authors give a structured overview on the different methodologies used for
open pit dispatching. These methods are categorized as single-stage or multi-stage, where
mathematical programming is often used in the first stage in multi-stage programming but
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rarely in later stages.
A common mining practice to deal with uncertain activity duration is to place buffers

between subsequent activities. Another way is to incorporate the uncertainty into the schedul-
ing model formulation. Based on a similar approach for long-term planning, Matamoros
and Dimitrakopoulos [121] use stochastic integer programming with recourse to produce
schedules on a monthly basis for allocating shovels and trucks to different mining areas in an
open pit mine. The authors simultaneously optimize fleet and mining considerations together
with the extraction sequence. Uncertainty is accounted for by including fleet parameters
and ore quality as stochastic variables in the model formulation. The problem is solved
using a commercial solver to produce monthly extraction sequences and machine allocations
for a planning horizon of 12 months. This composite way of modeling the mining process
comes with both advantages and disadvantages. The decisions made on the tactical level
(e.g. the extraction sequence) affect the operational level (fleet allocation), and vice versa.
Optimization using a holistic model considers both time scales simultaneously. The authors
use an objective function formulated as a sum of smaller optimization goals spanning both
tactical and operational level (among others minimize cost of extraction, minimize shovel
movement, maximize shovel utilization, minimize deviation from the targeted plan). One
drawback is thus the need to determine weighting parameters such as cost per shovel move-
ment and cost per surplus of mining tonnage. Determining these parameters accurately may
be very difficult in practice. Another stochastic approach to the shovel-truck problem for
open pits is developed by Ta et al. [122]. The authors decompose the problem by solving two
subproblems where the first step solves a chance-constrained problem in continuous decision
variables, while the second step solves a MIP model in discrete variables. The authors
acknowledge that global optimality is seldom possible to compute in reasonable times, and
notes that this is why heuristic approaches for the dispatching problem are common.

Blom et al. [123] build on previous work [124] using multi-objective scheduling in an
open pit mine. The problem consists of allocating material sources (mining blocks of material
or stockpiles) to destinations (other stockpiles or processing units), such that constraints on
e.g. resource utilization and mining precedences are satisfied. The multiple objectives are
considered in an optimize-and-prune framework, where over 40 objectives are ordered by
priority (objectives such as maximizing the utilization of trucks or minimizing deviations
from targeted production). The method is based on solving the scheduling problem under
different objectives iteratively in order of priority. Starting with the most prioritized objective,
once an optimal solution is found (or the timeout limit is reached) prune constraints are
added to the subsequent iteration solving the problem with the following objective in the list
of prioritized objectives. The prune constraints reduce the solution space by enforcing that
the only feasible schedules have at least as high quality as the found solution with respect to
the initial objective. This procedure is repeated for all objectives. To reduce the complexity,
the horizon in Blom et al. [123] is discretized into aggregated blocks of increasing size,
where each block of time is scheduled in a receding horizon approach. This is not the case
in their follow-up work [125], where the horizon is instead discretized in a hierarchical
decomposition. This means that the horizon is divided into equally sized blocks, and the
scheduling problem is solved for each block. Each block of time is further split recursively
until an assignment can be made. The authors note that an advantage of this time-line
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discretization compared to the receding horizon approach is that objectives are more equally
prioritized over the entire horizon.

Continuing on open pit topics; Mansouri et al. [126] develop a model for scheduling
autonomous drill rigs. The problem under study is decomposed into five subproblems:
sequencing, motion planning, machine allocation, coordination, and temporal scheduling.
The solution procedure is based on representing the joint formulation of these subproblems
as a high-level CSP, and searching the joint search space through backtrack search. This
decomposed approach makes it possible to have dedicated solvers for each subproblem to
validate candidate assignments, as well as dedicated variable and value heuristics for each
subproblem. The authors argue that the decomposed approach is suitable since it facilitates
incorporating domain-specific constraints, and the structure of each subproblem is more
easily exploited compared to using a composite model with a general heuristic.

Finally, to reschedule an ongoing short-term mine schedule, access to updated process
information is crucial. Song et al. [127] discuss the impact of information technology
underground and summarize systems and hardware suitable for providing informational
transparency. In Burger [128], the author describes a system for integrating the mining
plan with the control system, showing that the integration of different control aspects to be
crucial for future profitability. In a case study from a Bulgarian mine, the authors in Howes
and Forrest [102] describe a system for enabling up-to-date short-term scheduling. They
provide the operating context for the daily scheduling, including upstream and downstream
integrations to e.g. long-term production planning and to process control. The authors note
that interfacing between systems on different operational levels is non-trivial, but essential
for the joint operational performance.





Chapter 4

Fleet Scheduling using Constraint
Programming

In this chapter, the fleet scheduling problem is formalized and modeled using CP.We evaluate
the solving performance on various problem sizes derived from an operational underground
mine. For convenience, we will denote the model introduced in this chapter the original
model, to separate it from a revised model appearing later in this thesis.

4.1 Problem Formulation

In Section 3.3, we described how the short-term scheduling problem for several popular
mining methods could be modeled as a hybrid flow shop. The corresponding fleet scheduling
problem is now formalized.

The scheduling problem is to construct a feasible schedule for a number of unscheduled
activities that adheres to the characteristics of the mining process. The mining activities
that we consider are executed at the faces of the drifts. As mentioned in Figure 3.2 and
Table 3.1, the excavation of ore at each face is divided into a periodic sequence of activities
(the production cycle). By identifying each job as excavating one volume of rock, the mine
scheduling problem resembles a rich variant of a k-stage hybrid flow shop [29] where the
steps in the production cycle can be seen as stages. The HFS has a mix of interruptible and
uninterruptible activities, machine unavailability, after-lags in some stages, and sharing of
(certain) machines between stages.

The excavating activities of the production cycle are performed by tailored mobile
machines. Specifically, drilling requires a drill rig in order to drill holes in the face processed;
when charging, the holes are filled with explosives typically using a wheel loader with a
platform. After blasting, the rock that has been separated from the rock mass is sprayed
with water to reduce the number of airborne particles. The rock is then removed (loaded)
from the face with an LHD (load, haul, dump machine); smaller rocks loosely attached to
the roof and walls of the drift are later mechanically removed with a scale rig (scaling) and
removed from the drift with an LHD (cleaning). The two subsequent steps increase safety as
the rock is secured to the inside of the drift (bolting) and the inside of the drift is sprayed

43



44 Fleet Scheduling using Constraint Programming

with concrete (shotcreting). Finally, the face is prepared for the next cycle by a scaling rig
(face scaling), and the separated rock is removed by an LHD (face cleaning).

Blasting is a key activity in hard-rock underground mine operations and it sets the overall
pace of production for the entire mine. It is common that blasts occur in predetermined
time windows during the day. In this chapter, we study a mine that has two or three blast
windows per day. As blasting and ventilation have the same properties, happen one after
the other, and affect the scheduling in the same manner, whenever we refer to blasts we
denote an activity that spans over the duration of the blast window, including both the
blasting activity and the subsequent ventilation. We further assume that each blast window
has equal duration, and that both blasting and ventilation can fit inside the blast window
(the problem would be trivially infeasible otherwise). For safety reasons, no operators are
allowed in the mine during the blast windows and the subsequent ventilation of toxic blast
fumes. This is independent of whether and where the blasting occurs. This means that no
other activities progress during the blast window. Most activity types are interruptible, i.e.
they can start prior to a blast window, then be suspended during the blast, and resumed after
the blast window. However, activities that contain concrete, for instance, shotcreting, are
not interruptible. Furthermore, after shotcreting, the subsequent bolting activity can only
happen after a delay required for the concrete to cure.

4.1.1 Objective
Throughout this thesis, we will use the sum of face makespans as the objective function. The
sum of face makespans is calculated by adding the completion times of the last activity on
each individual face. This relates to the overall makespan (2.1), which is the most common
objective found in literature [31], since the overall makespan is one of the terms in the sum
of face makespans. The chosen objective is also similar to the sum of weighted completion
times (2.2), another common objective. In fact, letting all activities have zero weight, except
for unit weights on the last activity on each face, we recover the sum of face makespan.
Minimizing the makespan produces schedules with high machine utilization, whereas a
low sum of weighted completion times is commonly used to minimize inventory costs
[29]. Both of these objectives are reasonable in underground mining. While many mining
operations strive for high machine utilization, there is also an inventory cost related to
each face. This cost is due to having the face ready for production, which requires, for
instance, both dewatering and ventilation. Hence, the sum of face makespans provides a
suitable trade-off between the makespan and the sum of the weighted completion times in
our application.

Moreover, the number of activities on each face may differ substantially between the
faces. Faces with comparably few activities are not directly accounted for in the objective
when using the overall makespan. Instead, the makespan often depends highly on a few
faces that have many activities scheduled on them. When minimizing the makespan, there is
a risk that the activities on faces with comparably few activities are substantially postponed
to find even a minor decrease in the overall makespan. This phenomenon is problematic
since, as discussed in Section 3.2, the last activity on each face is an (almost) arbitrary result
of the current horizon. Towards the end of the schedule execution, more activities may be
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added to finished faces. The faces are thus, in general, of equal importance. Different from
using the overall makespan, the sum of face makespans emphasizes each face equally. It
attributes a linear cost to delaying the completion of any face, regardless of the number of
activities on that face. The resulting schedules using the sum of face makespans are thus
prone to contain several faces that finish earlier compared to the same problem instance
using the overall makespan, at the cost of delaying the makespan face. This is also beneficial
for the operation since a schedule with several finished faces when the execution approaches
the end of the horizon facilitates taking a decision if and where more activities should be
added to the ongoing schedule during the transition phase into the next scheduling horizon.
A drawback with the sum of face makespans compared to the overall makespan is that a
sum objective with many terms may propagate poorly [58]. This is due to the potentially
weak coupling between the upper bound on the objective and the domains of the variables
in the sum. Consequently, we are only able to prove optimality on small instances. However,
in comparison with the general sum of weighted completion times, where each individual
activity has a corresponding term in the sum, the sum of face makespans consists of fewer
variables, which is beneficial when solving.

Lastly, discussions with several mine schedulers from different mine sites have influ-
enced the choice of objective. As later discussed in Chapter 8, senior mine schedulers have
confirmed that the sum of face makespans is a reasonable metric to optimize. The completion
time of the last activity on each face relates to how fast the excavation progresses. Thus, the
sum of face makespan is a relevant objective for the production that does not add complicated
weight schemes.

4.1.2 Input data

The problem instances vary in e.g. number of activities, number of faces, and number of
machines. This data is considered as input to the scheduling problem:

• An index set  of all jobs j corresponding to the mining activities to be scheduled.
The jobs are defined by the parameters Fj , Dj andMj , j = 1,… , | |, where Fj isthe face where the job should be scheduled, Dj is the duration of the job, andMjdenotes the type of resource (machine) that is required.

• A set of the indices of all machinesm. Each machinem ∈ belongs to a machine
class c representing the machine-job eligibility. The subset c ⊂  contains all
machines of class c. All machines m ∈ c can process job j as long as the job
parameterMj = c.

• A set containing the indices of all faces f . Ordered subsets f ⊂  , f = 1,… , |F |
hold jobs ji ∈  f in an order such that if ji precedes ji′ in  f , then ji must be finished
before ji′ can start.

• Predefined blast times T with homogeneous duration d(B) for blasts b = 1,… , b̄ in
the horizon.
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In this chapter, we schedule production activities where the execution order on the faces
is fully determined. However, in later chapters, more general production scenarios are
considered. For the terminology to be consistent, we will from hereon use the term “job” to
denote the atomic activity being scheduled. This should not be confused with the jobs in
a flow shop, consisting of several operations, or the jobs in a hybrid flow shop that passes
through several stages. Moreover, note that in this chapter only one type of production cycle
is considered, meaning that Dj andMj are equal for all jobs corresponding to the same step
of any cycle.

4.2 Original Model

The jobs are modeled by introducing a set of variables for each activity to be scheduled
sjm,djm, ejm, ojm. Here, sjm represents the start time of the j’th job using machine m. The
start time, the duration djm, and the end time ejm fulfill sjm +djm = ejm. The boolean
execution status ojm indicates whether job j is scheduled on machine m. This model can be
adapted to machine-dependent durations in case machines have different processing times.

Since each activity is executed using exactly one machine, we know that
∑

m∈
ojm = 1 ∀j ∈  . (4.1)

Further, only eligible machines can be allocated to the jobs
ojm = 0 ∀(m, j) ∶ m ∈c ∧ c ≠Mj . (4.2)

To ensure that blasts are only scheduled on blast windows, the domains of the start times for
blast jobs j ∈  (bl) ⊂  are restricted to the start time T(b) of the blast windows

sjm ∈ {T(1),T(2),… ,T(b̄)} ∀(m, j) ∶ j ∈  (bl) . (4.3)
Let  (un) ⊂  denote the set of uninterruptible jobs. For the uninterruptible activities, the
jobs may never overlap a blast time window

sjm ∈ {0,… ,T(1) −Dj ,T(1) +d(B),… ,T(2) −Dj ,…} ∀(m, j) ∶ j ∈  (un) (4.4)
where Dj is the nominal job duration of job j and d(B) is the length of the blast window.

Note that blast jobs j ∈  (bl) are in practice uninterruptible, however due to their
special characteristics, we exclude them from the set of uninterruptible jobs for notational
convenience ( (bl) ∩ (un) = ∅). For uninterruptible jobs and blast jobs, the respective
durations are set to the nominal job durations

djm = Dj ∀(m, j) ∶ j ∈  (un) ∪ (bl) (4.5)
Further, no activities, except blasting, can start during a blast window

sjm ∈ {0,… ,T(1),T(1) +d(B),… ,T(2),…} ∀(m, j) ∶ j ∈  ⧵ (bl) (4.6)
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The interruptible mining activities  (in) =  ⧵( (bl) ∪ (un)) are modeled with variable
durations. We introduce a variable pjm indicating whether job j on machine m has been
interrupted. We use reified constraints to go over all possible blast time windows to verify if
there is one that overlaps with the execution of the job. If pjm = 1 then a job starts before a
blast time window and ends after the start of the blast time window

pjm⟺ ∃b ∈ {1,… , b̄} ∶ sjm < T(b) ∧ sjm +Dj > T(b) ∀(j, m) ∶ j ∈  (in) . (4.7)
Note that the durations of the activities are such that no activity can span two blast time
windows.

Whenever a job is interrupted, its duration is extended by the duration of the blast time
window

djm = Dj + pjm ∗ d(B) ∀(j, m) ∶ j ∈  (in) . (4.8)
Remember that  f contains the production activities of face f in an order that represents
the production cycle. Further, let  (al) ⊂  hold the set of activities that require after-lag.
The full order of all jobs ji ∈  f on the faces can then be enforced by

sjim +Dji ≤ sji+1m ∀(f, m) ∶ i = 1,… , | f | − 1, ji ∈  f ⧵ (al) (4.9)
sjim +Dji + d

(al) ≤ sji+1m ∀(f, m) ∶ i = 1,… , | f | − 1, ji ∈  f ∩ (al) (4.10)
where d(al) is the length of the after-lag. Unary constraints are used for all the faces and
machines to enforce disjunctive execution

unary
(

{(sjm,djm, ojm) | j ∈  }
)

∀m ∈ (4.11)
unary

(

{(sjm,djm, ojm) | ∀(m, j) ∶ Fj = f}
)

∀f ∈  . (4.12)
If all machines of the same class have identical processing times, it is possible to model
each machine class as a cumulative resource. That would reduce the number of symmetries
substantially and speed up the solving procedure. However, this does not work when the
machine park is heterogeneous. Further, notice that the unary constraint for the faces is in
this model redundant since a total ordering is enforced by the constraints (4.9) and (4.10).

Finally, the model minimizes the sum of the makespans across all faces by
O =

∑

f∈
max
m∈
j∈ f

(

ojm ∗ ejm
)

. (4.13)

4.2.1 Search Strategy
As we mentioned in Section 2.3.5, most problems cannot be solved by propagation alone.
Search is used when all propagators are at fixpoint and the domains of the decision variables
are still not singleton. The performance of a constraint program depends on both the model
and the adopted search strategy. The search strategy decides what variable to branch on
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when all propagators are at fixpoint, and what value to assign to the selected variable. For
this fleet scheduling problem different generic and ad-hoc heuristics have been tested; in the
following we present what was experimentally deemed the most effective one.

The search proceeds in two phases: the first phase allocates machines to jobs, the second
phase schedules the start times. In the former, the variable selection is based on the duration
that the jobs allocate the face. In effect, shotcreting is branched on first since the combined
time of shotcreting and cure time is the largest of all activities, and the washer is branched
on last, since the duration is only a couple of minutes. As value selection, the least loaded
machine is greedily chosen among the set of eligible machines.

For the job scheduling, the variable selection is using an action-based heuristic. Action-
based heuristics learn during the search to branch on the variables that are likely to trigger
the most propagation, see Section 2.3.2. For value selection, the start times are branched on
starting from the lowest value in their respective domain. Note that when using learning
heuristics, such as action-based search, the search procedure depends on the propagation
of the model constraints. In particular, we found the redundant constraint (4.12) to affect
search positively.

By systematically restarting the search procedure, a restart-based search samples a wider
part of the search space. In order to not to end up on the same solution after each restart, some
randomness needs to be included in the search heuristics. Therefore, the machine allocation
chooses a random variable to branch on with probability p, otherwise it follows the heuristic
described above. The value selection is similarly chosen at random with probability p,
otherwise the least loaded heuristic is employed. Lastly, note that learning search heuristics,
such as action-based search, is suitably combined with restart-based search [129] since
information on what variables that trigger substantial propagation can be maintained between
restarts.

4.3 Results

We will now investigate an underground mine scheduling scenario based on an operational
cut-and-fill underground mine. The instances are solved using the original model introduced
in Section 4.2, and we will compare a baseline method without restarts to a restart-based
approach using the randomized search heuristics of Section 4.2.1. All problems are solved
using the CP solver Gecode 5.1 [130] with four threads on a laptop with an i7-7500U 2.7GHz
processor. All resources are modeled using unary with optional activities.

The size of a problem is determined by i) the number of faces, ii) the number of cycles,
and iii) the number of machines of each type. Here, we study instances with 5 or 10 faces
and with 1 or 2 full production cycles scheduled at each face. Since the production cycle
consists of eleven activities, these instances have a minimum of 55 jobs and a maximum of
220 jobs to be scheduled. This is representative of small cut-and-fill mines. Three different
machine parks are considered: 1 or 2 machines of each type, or a custom (heterogeneous)
machine park representing an existing underground mine. The custom machine park consists
of 4 drill rigs, 3 chargers, 1 washer, 6 LHDs, 4 scaling rigs, 2 shotcreters and 3 bolters. The
problem sizes are encoded as (# faces)F:(# cycles per face)C:(# machines of each type)M.
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Figure 4.1: The largest problem instance using 10 faces with two cycles at each face, together
with a machine park that is based on a real underground mine.



50 Fleet Scheduling using Constraint Programming

Table 4.1: Average, minimum, and maximum objective value after solving 5 instances of each
problem size. The left column corresponds to the objective value using the search without
restarts, while the right column corresponds to the reduction gained by using restart-based
search. Bold font highlights instances where restarts led to an average reduction of the objective
value.

Baseline Restarts
Oavg Omin Omax O%avg O%min O%max

5F:1C:1M 2082 1911 2214 0% 0% 1%
5F:1C:2M 1892 1751 1990 0% 0% 1%
5F:2C:1M 4200 3583 4575 -1% -7% 1%
5F:2C:2M 4048 3560 4360 -7% -11% -3%
10F:1C.2M 4410 3973 4601 0% -5% 3%
10F:1C:CM 3797 3606 4097 2% 1% 4%
10F:2C:2M 11019 9803 12562 -15% -21% -11%
10F:2C:CM 8222 7548 8825 -1% -4% 2%

For example, 5F:2C:2M corresponds to a problem with 5 faces where each face has 2 cycles
each, and the machine park consists of 2 machines of each type. The machine classification
CM is used to encode the custom heterogeneous machine park. In total, 8 different problem
sizes are studied, where each problem size is solved in 5 instances where the job duration
is varied. In each instance the job duration is based on nominal durations from the same
operational mine as mentioned earlier, however they are perturbed randomly by a factor
between -25% and +25%. A timeout of 12.5 minutes is used for the instances with 5 faces,
and 25 minutes for the instances with 10 faces.

A solution to the largest problem studied, 10F:2C:CM, using the restart-based search can
be seen in Figure 4.1. In this solution we can see some features of the problem, such as the
impact of blast windows. The blast windows are indicated by vertically aligned grey areas.
Note that the blast activities (in black) are only scheduled during these windows, which has
a notable impact on the solution. For instance, the gap between time ∼ 3ℎ and time ∼ 9ℎ at
Face 1 is due to the precedences of the production cycle; the face is charged and is waiting
to be blasted before continuing by washing. We can also see the mix of interruptible and
uninterruptible activities. The first shotcreting activity (in red) on Face 1 could have started
before the blast window. However, since there is not enough time to complete the entire
activity before being interrupted, it is postponed until after the blast window. Other activities,
such as cleaning (in purple) on Face 0 at time ∼ 16ℎ, are correctly split over blast windows.
In addition, note that shotcreting is immediately followed by the face being unavailable as
the concrete cures, while the machine is free to do other work. For example, the machine
that processes the first shotcreting activity (in red) on Face 9 at time ∼ 6ℎ later goes to
process an activity at Face 4. Meanwhile, Face 9 remains unavailable until bolting starts
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Figure 4.2: An optimal solution to the smallest problem instance with 5 faces, 1 cycle at each
face and 1 machine of each type.

just before the blast window. Evidently, manual scheduling quickly becomes a complex and
error-prone task as the problem size increases.

In Table 4.1, we have aggregated the statistics of solving 40 instances using both the
baseline and the restart-based method. The second to the fourth columns represent, respec-
tively, the average, minimum and maximum objective across the instance set. The fifth to the
seventh columns indicate, respectively, the average, minimum, maximum reduction of the
objective value obtained with randomized restarts with respect to the deterministic baseline.
It is clear that using restart-based search can be advantageous, particularly for the larger
instances. Note furthermore that, as shown in Figure 4.1, for instances using the custom
machine park the machines are not the main constraining factor. It is therefore easier to find
solutions to instances using the custom machine park than the instances with only two ma-
chines per face. This can also be seen in Table 4.1, where randomized restarts for 10F:2C:CM
does not bring significant improvements, whereas restarts seem beneficial for 10F:2C:2M.

We are only able to prove optimality on the smallest instances, 5F:1C:1M and 5F:1C:2M.
An optimal solution to 5F:1C:1M is shown in Figure 4.2. Note that in this chapter, the
solutions are independent of how jobs are ordered on the machines, hence some 5F:1C:1M
instances may have 5! = 120 optimal solutions corresponding to all possible orderings of 5
faces. This symmetry will disappear later, when we introduce travel times to the scheduling
problem, making the problem sequence-dependent. Figure 4.3 shows how the objective
value evolves with solution time for larger problem instances. After solving 5F:2C:2M for
10 minutes and 10F:2C:CM for 25 minutes the objective appears to have stabilized, and it
motivates the timeouts chosen. No significant improvements were found when extending
the timeout up to 24 hours.
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Figure 4.3: The objective value using restart-based search on 5 samples of 10F:2C:CM and 5
samples of 5F:2C:2M. The plot shows the current objective divided by the value of the first
found solution.



Chapter 5

Scalable Scheduling with Travel Times

In this chapter, the problem formulation is extended to accommodate for machine travel
times. First, we describe how the original model can be adapted to include machine travel
times. Then, a revised model is introduced in which blast windows are compressed and
the solutions are post-processed to solve the original problem. We will compare the two
approaches on instances derived from an operational cut-and-fill mine.

An issue that is often overlooked in the literature on mine scheduling is that some
underground mines can have road networks spanning several hundreds of kilometers. This
makes it important to include the travel times of the mobile machines in the short-term
schedule to be sure that a feasible schedule is created. By introducing travel times, the
scheduling problem becomes sequence-dependent. Our goal is to make sure that there is
sufficient travel time for a machine to go between the jobs that are assigned to it. Note the
difference between creating a feasible short-term schedule by including sequence-dependent
time lags, and explicitly solving a routing problem. Detailed routing typically depends on
the actual layout of the road network, and considers e.g. interactions between different
machines in intersections and one-way roads. While routing is important for the actual
machine transport, we will assume that it suffices to account for nominal travel times in the
short-term scheduling problem studied in this thesis.

5.1 Problem Extension

The scheduling problem consists of taking all unscheduled activities, jobs, and construct a
feasible schedule that adheres to the characteristics introduced in Chapter 3. As previously
argued, this problem resembles a rich variant of a k-stage hybrid flow shop [31] exhibiting a
mix of interruptible and uninterruptible jobs, periodically induced machine unavailability
from the presence of blast windows, after-lags in some stages due to curing times and
sharing of (certain) machines between stages. In this chapter, the problem also becomes
sequence-dependent, meaning that the order of the jobs on the machines matter due to the
different travel times to go between different parts of the mine. In a hybrid flow shop setting,
this can be seen as sequence-dependent setup times.

The scheduling problem is described by the following data.

53
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• An index set  = {1,… , | |} of all jobs j to be scheduled, each job representing
one mining activity. The jobs are defined by the parameters Fj , Dj andMj , where Fjis the face where the job should be scheduled. For the job duration Dj , we assume
an equal processing capacity of all feasible machines. Lastly,Mj denotes the type ofmachine that is required.

• A set of the indices of all machinesm. Each machinem ∈ belongs to a machine
class c. The subsetc ⊂ contains all machines of class c. All machines m ∈ccan process job j as long as the job parameter Mj = c. Note that we assume all
machines to be available for the entire scheduling horizon.

• A set  containing the indices of all faces f . In addition, a travel time matrix contains
the elements lff ′ specifying the machine-independent travel time to go from face f
to face f ′, 1 ≤ f, f ′ ≤ | |.

• Ordered subsets  f ⊂  where f = 1,… , | |. The subset  f holds jobs in an
order such that if job ji precedes ji′ in  f , then ji must be finished before ji′ can start.

• Predefined blast windows starting at T(b) with homogeneous duration d(B) for blasts
b = 1,… , b̄ in the scheduling horizon.

• A duration d(al) for the set of jobs j ∈  (al) ⊂  that require after-lag (i.e. the duration
that the face remains unavailable while the concrete cures after shotcreting).

Note that we only consider one type of production cycle, meaning that Dj andMj are equalfor all jobs corresponding to the same step of any cycle. Therefore, symmetrical solutions
are removed by imposing an order of the production cycles at each face. That is, for a face
where two production cycles are to be scheduled, we constrain one cycle (arbitrarily) to
precede the other cycle.

5.2 Original Model Including Travel Times

The jobs are modeled as in Chapter 4 using the variables sjm,djm, ejm, ojm where sjmrepresents the start time of job j using machine m. The start time, the effective duration
djm, and the end time ejm are related by sjm +djm = ejm. The Boolean execution status ojmindicates whether job j is scheduled on machine m.

To ensure that an eligible machine is allocated for each job j, the eligible machine set
m ∈c ∶ c =Mj is used to constrain the execution status

ojm = 0 ∀(m, j) ∶ m ∈c ∧ c ≠Mj (5.1)
∑

m∈
ojm = 1 ∀j ∈  (5.2)

so that only one machine is allocated, and that only eligible machines are allocated to the
jobs.
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Since blasting and ventilation require no machinery and takes place sequentially during
the blast window, we model this as one fictional job requiring a fictional machine to satisfy
(5.1) and (5.2). Further, these fictional jobs j ∈  (bl) ⊂  have zero duration and can only
start simultaneously with the start T(b) of a blast window

sjm ∈ {T(b) | b ∈ {1,… , b̄}} ∀(m, j) ∶ j ∈  (bl) . (5.3)
Notice that by using zero-duration jobs, the introduced fictional machine will never cause
resource conflicts, meaning that there is no limit on how many blasts can be scheduled
simultaneously. Further, we assume that the blasting and ventilation can fully fit inside the
blast windows. During normal operations, these assumptions are not limiting.

The other jobs ( ⧵ (bl)) can be divided into uninterruptible jobs  (un) and interruptible
jobs  (in). The uninterruptible jobs  (un) must be scheduled so that their execution do not
overlap any blast window

sjm ∈
⋃

b∈{1,…,b̄}

{T(b−1) +d(B),⋯ ,T(b) −Dj} ∀(m, j) ∶ j ∈  (un) (5.4)

where d(B) is the length of the blast window period (for notational convenience we assume
that T(0) +d(B) = 0). Equation (5.4) also enforces that no job can start during a blast window,
which is also true for the interruptible jobs that can start anytime except during blast windows

sjm ∈
⋃

b∈{1,…,b̄}

{T(b−1) +d(B),⋯ ,T(b)} ∀(m, j) ∶ j ∈  (in) . (5.5)

Any interruptible job that is scheduled so that it overlaps a blast windowmust be extended
by the length of the machine unavailability period, i.e. by the length of the blast window
d(B). This means that the effective job duration djm depends on when the job is scheduled.
One way of modeling this is to introduce a binary auxiliary variable pjm tracking whether a
job needs to be extended

pjm = 1⟺ ∃b ∈ {1,… , b̄} ∶ sjm < T(b) ∧ sjm +Dj > T(b) ∀(j, m). (5.6)
Similarly as in Chapter 4, the effective duration can then be modeled as

djm = Dj + pjm ∗ d(B) ∀(j, m), (5.7)
meaning that we in this model assume that the nominal durations Dj are such that no job
needs to be split over more than one unavailability period. Uninterruptible jobs j ∈  (un)

will never split, and consequently djm = Dj .Up until now, there are only minor modifications compared to Chapter 4. However, to
accommodate for machine travel times, it is natural to consider two types of durations: one
duration d(m)jm for which the machine will be allocated, and one duration d(f )jm representing
how long the job will occupy the face. The machine duration needs to include the machine
travel times. It is therefore modeled as a sum of two terms: one job duration and one sequence-
dependent addition d(m)jm = djm +lff ′ where lff ′ is the travel time needed for a machine to
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Figure 5.1: The next variable contains chains representing the order of execution on the
machines. The indices are indicated in the small boxes, whereas the large numbers represent the
following job of the machine. A fictional job of index 0 represents the last job of all machines.
This small illustration contains two machine chains.

go from the current face f = Fj to the next face f ′, i.e. the face of the next job allocated to
the same machine as job j. To determine the next face f ′, we introduce a variable nextj foreach job, defined as

nextj = j′⟺ j and j′ both scheduled on machine m ∧
j′ is the immediate successor of j on m. (5.8)

This can be accomplished by introducing a fictional job (index 0) to represent the value of
nextj for the last jobs scheduled on the machines

nextj ∈  ∪{0} ∀j ∈  ∪{0} (5.9)
next0 = 0 (5.10)

which together with the following constraints capture next adequately
ojm = 1 ∧ oj′m = 1 ∧ sjm < sj′m ⇒ snextj m < snextj′ m (5.11)

nextj = j′ ⇒ sjm +d(m)jm ≤ sj′m ∀(m, j, j′) ∶ j, j′ ∈  (5.12)
alldifferent_except_0(next). (5.13)

The global constraint alldifferent_except_0 forces all variables to be either zero, or
pairwise different (nextj ≠ next′j for j ≠ j′). The nextj variables will thus form chains
ending at the fictional job 0. Figure 5.1 depicts an illustration containing two machine chains.
One chain (orange) represents that job 2, job 4, and job 6, are processed by the same machine
and in that particular order. By (5.9) to (5.13) we can determine f ′, and thus know the size
of the travel time lff ′ needed to ensure disjunctive execution of the machines

d(m)jm = djm +lff ′ ∀(j, m) ∶ f = Fj , f ′ = Fnextj ∀j ∈  (5.14)
unary({(sjm,d

(m)
jm , ojm) | j ∈  }) ∀m ∈ . (5.15)

Here, the global unary constraint enforces disjunctive machine execution, that is, jobs are
not overlapping in time. Note that this model does not explicitly prevent machine transports
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to take place during blast windows, accommodating for the possibility of teleoperated and
autonomous machines. To fully prevent machine transports during blast windows, (5.4)
and (5.5) need to be revised to account for d(m)jm instead of Dj .

In contrast to the machine duration d(m)jm , the face duration d(f )jm , representing how long a
face is occupied by a job, does not depend on the order of job execution. It does, however,
depend on whether a job needs after-lag. Let  (al) ⊂  hold the indices of the jobs which
require an after-lag of duration d(al). The following enforces that only one job (including
after-lags) can be scheduled simultaneously at a face

d(f )jm =

{

djm +d(al) j ∈  (al)

djm j ∉  (al) (5.16)

unary({(sjm,d
(f )
jm , ojm) | ∀(m, j) ∶ Fj = f}) ∀f ∈  . (5.17)

Lastly, temporal precedence constraints ensure that the order of  f , which in turn representsthe order of the production cycle, is respected

sjim +d(f )jim
≤ sji+1m, ∀(f, m) ∶ ji ∈  f , i = 1,… , | f | − 1. (5.18)

5.3 Revised Model

We will now introduce a novel way of modeling the mine scheduling problem by first trans-
forming it into a related problem without interruptible jobs, then generating solutions for
this related problem, and finally post-processing the solutions to obtain schedules solving
the original problem. Due to the presence of blast windows, the original scheduling problem
is interruptible in the sense that once a machine has started a job, the job can be paused
but the same machine must finish it eventually. Remember also that in the problem we
are addressing no jobs can start during a blast window. This makes it is possible to first
generate a solution to an uninterruptible scheduling problem without blast windows, and
then post-process it by inserting all blast windows and prolonging the jobs that are split over
a blast window (see Figure 5.2). An advantage is that the model simplifies, for instance the
variable duration ((5.6) and (5.7)) is no longer needed. Consequently, this means that we can
relax the assumption that no job needs to be split over more than one unavailability period.
A disadvantage of the revised model is that it is more cumbersome to express temporal
constraints defined in physical time sjm in the compressed time domain s̃jm.Assume that we have a mapping from physical time to compressed time such that
whenever time t is given, the corresponding time t̃ in compressed time can be found, and
vice versa. To ensure that blasts are only scheduled on blast windows, the domains of the
start times for blast jobs j ∈  (bl) ⊂  are restricted to T̃(b)

s̃jm ∈ {T̃
(b)

| b ∈ {1,… , b̄}} ∀(m, j) ∶ j ∈  (bl) . (5.19)
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Figure 5.2: A post-processing step that inserts blast windows with start T(b) and duration
d(B) makes it possible to solve an uninterruptible scheduling problem instead of the original
interruptible problem.
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Let  (un) denote the set of uninterruptible jobs. For these jobs, we need to exclude parts of
the domain in compressed time to make sure that these jobs are not split in post-processing

s̃jm ∈
⋃

b∈{1,…,b̄}

{T̃(b−1),⋯ , T̃(b) −Dj} ∀(m, j) ∶ j ∈  (un) (5.20)

where we for notational convenience assume that T̃(0) = 0.
In CP, there is often a trade-off between propagation and search [58]. In the revised

model, inspired by Grimes and Hebrard [131], the unary constraints for machine execution
in the original model is abandoned. Instead, we use simpler logical disjunctions of the form:

startj + durationj ≤ startj′ ∨ startj′ + durationj′ ≤ startj .

The model in Grimes and Hebrard [131] is for job shop and open shop scheduling where
there is no concept of machine allocation to jobs. Hence, we need to adapt the approach
to the hybrid flow shop setting where each job is processed in one out of several eligible
machines. To model the disjunctions, we introduce ordering variables bjj′ such that bjj′ = 1indicates that j precedes j′ and bjj′ = 0 indicates the opposite (bjj′ = 1⟺ bj′j = 0).
Further, a third value ⋆ is introduced to the domain of the ordering variables such that
bjj′ = ⋆ means that job j and job j′ are scheduled on different machines. The ordering
variables enforcing disjunctive machine execution are modeled by

bjj′ = 1 ⟺ ojm = 1 ∧ oj′m = 1 ∧
s̃jm +Dj + lFjFj′ ≤ s̃j′m ∀(m, j, j′) ∶ j < j′ (5.21)

bjj′ = 0 ⟺ ojm = 1 ∧ oj′m = 1 ∧
s̃j′m +Dj′ + lFj′Fj ≤ s̃jm ∀(m, j, j′) ∶ j < j′ (5.22)

bjj′ = ⋆ ⟺ ¬(ojm = 1 ∧ oj′m = 1) ∀(m, j, j′) (5.23)

In this model, we do not need to explicitly consider that no jobs can be started during
blast windows since the blast windows are not a part of the domain in compressed time (cf.
(5.4) and (5.5)). Similarly, we do not need to explicitly keep track of when a job is split.
However, an additional complexity compared to the original model comes from the after-lag
not being constant in compressed time. The duration of the after-lag d(al)j will depend on
how much it overlaps a blast window (since curing takes place even during blast windows).
To this end, we introduce a variable for each job

nextblastj = min
s̃jm<T̃

(b)

b∈{1,…,b̄}

(

T̃(b)
)

∀j ∶ j ∈  (al) (5.24)

that is used to hold the value of the next upcoming blast window. In turn, that variable can
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be used to determine the duration of the after-lags

d̃(al)j =

⎧

⎪

⎨

⎪

⎩

d(al) if s̃jm +Dj + d(al) ≤ nextblastj
d(al) −d(B) if s̃jm +Dj + d(al) > nextblastj +d(B)

d(al) −Δd(al) otherwise
(5.25)

Δd(al) = s̃jm +Dj + d(al) −nextblastj . (5.26)
The after-lag thus depends on the amount of overlap, ranging between at most d(al) (no
overlap) and at least d(al) −d(B) (fully overlapped).

Lastly, the after-lag is included when enforcing disjunctive execution on the faces

s̃jim +Dji + d̃(al)j ≤ s̃ji+1m ∀(m, f ) ∶ i = 1,… , | f | − 1, ji ∈  f ∩ (al)

s̃jim +Dji ≤ s̃ji+1m ∀(m, f ) ∶ i = 1,… , | f | − 1, ji ∈  f ⧵ (al) (5.27)
where  f is, as earlier, the ordered set of jobs to be scheduled on face f .

5.3.1 Objective
The objective is to minimize the sum of face makespans, following the same motivation as
in Section 4.1.1

O =
∑

f∈
max
j∈ f
m

(

ojm ∗ ejm
)

. (5.28)

For the revised model, the end time ejm in (5.28) is exchanged with the compressed end time
ẽjm. This is not an entirely equivalent objective function since optimization in compressed
time is blind to whether the last job on a face will be extended or not in post-processing. As
a consequence, after post-processing, an optimal solution to the uninterruptible problem
need not be an optimal solution to the interruptible problem. However, as we shall see in the
numerical evaluations in Section 5.4, minimizing (5.28) in compressed time (using ẽjm) hasclear beneficial effects on the original objective (using ejm).

5.3.2 Search
The search heuristics are embedded in a restart-based framework containing three steps.
First, machines are allocated to jobs (ojm); second, the order of the jobs with respect to the
machines is determined (nextj or bjj′); and finally, the start times (sjm) are set. Similar
to other works (e.g. Grimes et al. [78]) by maintaining consistency during search, once a
feasible order is found a solution is guaranteed by assigning the start times their lowest
feasible value.

First, machines are allocated to jobs in order of decreasing nominal duration. Which
machine should process a job is determined by allocating an equal number of jobs to each
machine. To do this, we branch on ojm using a simple greedy heuristic that counts how many
jobs are currently assigned to each machine, and allocates unassigned jobs to the machine
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that has the fewest allocated jobs. In case of ties, the machine with the highest index is
allocated. To benefit from restarts, a completely random machine assignment among all
eligible machines is made with a small probability p.

Second, we order the execution of the jobs assigned to each machine based on the earliest
feasible start time of the individual jobs. The implementation differs between the two models
since the original model uses the variable nextj for sequencing the jobs while the revisedmodel uses bjj′ . In the original model, an activity-based strategy [67] is used to decide
which nextj to branch on. Activity-based search is an adaptive heuristic that keeps track of
the domain reductions inferred by previous variable selections. Variables are then selected to
branch on that historically led to large domain reductions. When a variable nextj to branch
on has been decided, the value j′ is assigned to nextj such that sj′m is as small as possible
while min(sjm) < min(sj′m), Here, min() represents the minimum value in the domain. In
the revised model, the variable selection branches on the variable bjj′ such that the sum
min(sjm) + min(sj′m) is as small as possible (i.e. ordering jobs in turn of how early they
feasibly can be scheduled). The value selection is such that job j is set to precede job j′ (by
bjj′ = 1) if min(sjm) < min(sj′m) and bjj′ = 0 otherwise. With a small random probability
p, nextj and bjj′ are set to random feasible values.

Lastly, propagation removes values from the domains that are not part of any solution.
Thus, when feasible sequences for the jobs have been found, a solution is guaranteed by
assigning the start times to the lowest value in their corresponding domain [78]. Hence, we
set all start times sjm = min(sjm).

5.4 Comparison

We evaluate the performance of the methods introduced in Sections 5.2 and 5.3 by solving
instances generated from real data. To ease presentation, the instances are encoded as e.g.
3F:2C:2M which should be interpreted as an instance with 3 parallel Faces, 2 full production
Cycles to be scheduled on each face, and 2 Machines of each type. Since the production
cycle contains 11 steps, this means that the instance 3F:2C:2M contains 3 faces × 2 cycles
per face × 11 activities per cycle = 66 activities in total. To generate realistic instances, we
use nominal values for activity durations (5 minutes discretization) and travel times taken
from an operational mine. Each instance is solved in different variations, where the variations
are based on the nominal durations and travel times but randomly prolonged/reduced by up
to 25%. Further, the starting points of the cycles are different across the parallel faces since
in reality it is unlikely that all faces are in the same starting state. Since our procedure is
nondeterministic, the reported statistics herein will be based on solving each variation for
several samples (solutions) using different randomization seeds.

The CP model has been implemented in Gecode 5.1, an open source C++ tool-kit for CP
[130]. The computations use four threads on a 3.1 GHz Intel Xeon processor. All resources
in the original model are modeled by the unary with optional jobs constraint in Gecode, and
the search heuristics in both models are implemented using Gecode’s meta-search engines
[132]. Similar to [78] we use geometric restarts with 256 nodes as base and 1.3 as scale
factor.
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Figure 5.3: A schedule for the 6F:1C:2M instance solved using the original model.

In Figure 5.3, a feasible schedule is displayed from solving an 6F:1C:2M instance using
the original model. The schedule depicts the characteristics of the process, where e.g. the
mix of interruptible and uninterruptible activities is evident since many activities are split
over the blast windows (indicated by vertically aligned grey areas). However, for instance
the shotcreting activity on face 0 (in red) could have started before the blast window at time
∼ 16ℎ, but it is not since it is an uninterruptible activity. Further, all shotcreting activities
have an associated after-lag that occupies the face, but not the machine. Specifically, the
bolting activity on face 5 could be started earlier (bolter 6 is available earlier), but the
schedule enforces the after-lag from the preceding shotcreting activity. Meanwhile, the
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Table 5.1: Statistics from solving 3F:2C:2M and 6F:1C:2M in 3 variations and 10 samples for
each variation, with a time limit of 30 minutes. Each row shows, for the original and the revised
model, the average objective value at termination Oavg , the range of the solutions at termination
Orange, the median time in seconds to find a feasible solution Tmed , and the number of times (out
of the 10 samples) that no solution was found #Sno. Best performance in bold.

Oavg Orange Tmed #Sno
Orig. Rev. Orig. Rev. Orig. Rev. Orig. Rev.

3F
:2
C
:2
M 1 11700 11685 195 0 8 1 0 0

2 12420 12785 465 35 20 1 0 0
3 12090 12385 100 10 29 1 1 0

6F
:1
C
:2
M 1 13180 11350 3560 195 206 1 4 0

2 13665 12545 1075 120 18 1 7 0

3 X 11690 X 225 X 2 10 0

shotcreter that completed the activity on face 5 directly goes to face 3 to process another
activity. Lastly, travel times are respected, as visible from the machine view where buffers
are kept between successive activities. For instance, notice the buffer between the first two
activities scheduled on LHD 8, representing the travel time to go from face 5 to face 3.

Table 5.1 contains a comparison of the objective values at termination (30 minutes time
limit) for the original model and the revised model on 3F:2C:1M and 6F:1C:1M, each run
in 3 variations and 10 samples for each variation. The solution quality is evaluated by the
average objective value Oavg and the difference between the largest and smallest objective
value Orange for all samples in that variation. For 3F:2C:1M the objectives are comparable,
while the revised model finds better solutions on 6F:1C:2M. Keep in mind that 3F:2C:1M
and 6F:1C:1M are problems with the same number of activities (2 full cycles each on all 3
faces or 1 full cycle on 6 faces). An important difference is however that the sequencing
problem is easier on 3F:2C:2M since ordering decisions are implied by the precedences
of the production cycle. When the sequencing problem becomes harder, as in 6F:1C:2M,
the original model does not yield as good schedules as the revised model. It is also evident
that the original model does not find schedules as robustly as the revised model since no
solution is found for 22 out of the 60 samples. The original model thus struggles already
when solving less than 100 activities (6F:1C:2M consists of 66 activities). This heavily
limits the applicability of the original model when including travel times.

The original model can be used to solve small instances. However, there are some aspects
of the original model that can be improved. In our implementation, the constraints that relate
the start times sjm with the nextj variables propagate poorly. This lack of propagation forcessolving to rely extensively on search, making it difficult to solve larger instances. When nextjis assigned, propagation of the precedence relations in (5.12) reduces the domain of the



64 Scalable Scheduling with Travel Times

Figure 5.4: A schedule for the largest instance studied, 20F:1C:CM, solved using the revised
model.
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affected start times adequately. However, the coupling between a domain reduction of a start
time variable and the expected domain reduction of the nextj variable depends on a lengthysequence of intermediate constraints. First, nextj depends on alldifferent_except_0in (5.13) to determine the next job j′. Second, the next face f ′ is found from the next job
nextj = j′ by an element constraint on the parameter list Fj . Third, by means of another
element constraint, the travel time matrix is indexed with f ′ to find the travel time lff ′ .In turn, lff ′ affects the duration of the corresponding job d(m)j′m in (5.14), which are lastly
related to the start times of the other jobs through the unary constraint in (5.15). We were
not able to remedy the weak propagation by adding strengthening constraints. Thus, a clear
drawback of the adopted approach for extending the original model to support travel times
is the difficulty involved in introducing these intermediate constraints such that the domain
of nextj is adequately reduced based on the current domain of sjm.A challenging modeling aspect for hybrid flow shops in general, and our mine scheduling
problem in particular, is the need for machine allocation that is missing in simpler scheduling
problems. The problem instance does not determine the number of jobs processed by each
machine. Rather, this results from the solving procedure. This has the effect that the length
of each job chain in next, cf. Figure 5.1, is not constant. If the chains were constant, a more
straightforward modeling approach would be to use | | Hamiltonian paths using a path
constraint [133].

While the original model works for small instances, the model is not robust when solving
larger instances. Remember that the original model permits machine transports during blast
windows, as mentioned in Section 5.2. This provides extra flexibility which is not present
in the revised model. Even so, the revised model outperforms the original model and can
solve problems with over 200 jobs rapidly. In Figure 5.4, a solution to the largest instance
20F:1C:CM is presented.We will in the rest of this thesis continue to study the revised model.





Chapter 6

Large Neighborhood Search with Fixed
Neighborhood Size

In this chapter, we focus on finding high-quality schedules using large neighborhood search
in combination with the revised model introduced in Chapter 5. To this end, we first introduce
a face-based neighborhood definition. Later, the LNS approach is compared to restart-based
search on instances derived from operational cut-and-fill mines.

6.1 Neighborhood Definition

LNS is a general improvement strategy that combines well with CP [73]. As discussed in
Section 2.3.4, starting from a solution, LNS is based on relaxing a subset of the decision
variables to their original domain and resolving within that relaxation in the hope of finding
an improving solution. The relaxed variables imply the neighborhood that is being explored,
and the choice of neighborhood is crucial for the performance of the method [75]. The
neighborhoods are either automatically constructed directly based on the constraint model
and the solving process, or constructed explicitly by exploiting high-level problem structure
to infer suitable neighborhoods. In this work, we focus on the latter.

In the scheduling literature, the neighborhoods are often time-based, resource-based,
or completely random [75]. For the short-term mine scheduling problem, some reasonable
neighborhoods are:

• Job-based neighborhood, i.e. variables corresponding to jobs of a specific type are
relaxed

• Machine-based neighborhood, i.e. variables corresponding to jobs that require a
certain machine are relaxed

• Face-based neighborhood, i.e. variables corresponding to jobs scheduled on a specific
face are relaxed

• Time-based neighborhood, i.e. variables corresponding to jobs within a specific time
window are relaxed

67
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Figure 6.1: An illustration of the face-based neighborhood. In the top schedule, the sum of face
makespans is 30 for the two relaxed faces (marked by horizontal gray areas). When the associated
job variables within the neighborhood are relaxed and resolved (bottom), an improving schedule
is found with a lower sum of face makespan.
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Algorithm 3 Face-wise large neighborhood search
Input: �: a feasible schedule, F : job-to-face list,  : set of all faces
1: while not terminated do
2: ̂ ← random subset of 
3: N = ∅ ⊳ Variables to relax
4: for all faces f ∈ ̂ do
5: ̂ ← {j | Fj = f, j ∈  } ⊳ All jobs on face f
6: N ← N ∪ {sjm,djm, ejm, ojm,bjj′ | j, j′ ∈ ̂ , m ∈}
7: end for
8: P ← relax(�,N)
9: �′ ← solve(P ) requiring O�′ < O�
10: if solution found then
11: � ← �′
12: end if
13: end while

Themine scheduling problem is in large dictated by the production cycle, which is represented
as precedence constraints between jobs on the same face (5.27). This limits the possibility of
finding improving solutions in job-based, machine-based, and time-based, neighborhoods.
Due to the preceding and succeeding jobs of the production cycle on the same face still
being fixed in time, the resulting effective neighborhood becomes too inflexible to contain
improving solutions. In contrast, we have found face-based relaxations to be effective. This
means that which decision variables to relax are implicitly determined by selecting a subset
of faces and relaxing all decision variables corresponding to jobs on those faces are relaxed
(see Figure 6.1). This is similar to how manual schedulers try to solve resource conflicts
locally without disturbing the operation of the entire mine.

For ease of terminology, we will in the remainder of this thesis use neighborhood to
denote the set of faces that are relaxed, rather than a set of neighboring solutions as more
formally defined in Section 2.3.4. The neighborhood size then represents the number of
faces that are relaxed.

The procedure is described in Algorithm 3. First, a feasible schedule � is created by
using the model and search strategy described in Sections 5.3 and 5.3.2. Then, at each
iteration, a subset of face indices ̂ ⊂  is randomly selected. Each face index f ∈ ̂
is matched against the job-to-face input data Fj (see Section 5.1) to create the set ̂ of
all jobs scheduled on face f . For all j ∈ ̂ , all ordering variables (bjj′) and all temporal
variables (sjm, djm, ejm, ojm) are relaxed to their original domains. This has the effect that
jobs can change within the selected neighborhood regarding when they are executed and by
which machine, both within and between the relaxed faces. The resulting highly constrained
scheduling problem is solved in line 9 to optimality using the same model and search strategy
as for finding the first feasible solution. If a schedule is found having a lower objective it
replaces the incumbent and the procedure restarts. However, if no improving solution is
found, the same incumbent is used but a new random subset ̂ is generated for the next
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iteration. In this chapter, we will relax the jobs on two or three faces in each iteration (|̂ | =
2 or |̂ | = 3).

Remember that the objective is to minimizing the sum of face makespans:
O =

∑

f∈
max
j∈ f
m

(

ojm ∗ ejm
)

. (6.1)

When considering minimization of the overall makespan, it is clear that no improvement
can be found without relaxing the makespan activity (the last activity in the schedule).
However, when the sum of face makespans is used, there are | | terms that may yield an
improving solution. As discussed in Section 4.1.1, sum objectives with many terms may
propagate poorly [58]. However, at each iteration of LNS using face-based neighborhoods,
our objective only consists of |̂ | relaxed decision variables. This relatively small number
of terms in the objective is beneficial for the propagation of the sum constraint.

There are at least two different approaches to relaxing the machine ordering variables.
The approach in Algorithm 3 relaxes

{bjj′ | ∀(j, j′) ∈  ∶ Fj ∈ ̂ ∧ Fj′ ∈ ̂} (6.2)
meaning that it is possible to reorder some, but not all, jobs scheduled on the selected faces.
As an illustrative example, consider a case where jobs j1 ≺ j2 ≺ j3 are scheduled on the
same machine in that particular order. Assume that j1 and j3 are scheduled on the same
machine on a relaxed face, whereas j2 is not relaxed. Using (6.2), variable b1,3 is thenrelaxed. However, since b1,2 and b2,3 are not relaxed, j1 and j3 cannot change order on the
machine. In practice, using (6.2) results in improving solutions where the reordered jobs are
temporally close to each other in the incumbent. Another approach is to relax all ordering
variables

{bjj′ | ∀(j, j′) ∈  }. (6.3)
This means that the jobs can be reassigned in any general order, as long as it is feasible given
the fixed start times sjm. It is evident that (6.2) is more restrictive than (6.3). Employing LNS
successfully involves compromising between the time spent solving a neighborhood and the
number of iterations performed. It is then important not to get stuck for too long solving
any single relaxation. Our experience is that (6.2) provides better overall performance than
(6.3) in terms of solution quality and initial convergence speed. However, for instances with
small machine parks, (6.3) is beneficially used since (6.2) may provide too little flexibility
when searching for improving solutions on these instances.

Lastly, our model uses bjj′ to represent the structure of the schedule. This modeling
structure resembles constructing a Partial Order Schedule (POS): a directed graph represent-
ing precedence constraints between activities such that any temporal solution to the graph is
a resource-feasible solution [134]. The POS is exploited in LNS by, for instance, Laborie and
Godard [135]. In their LNS approach, they relax the start times of all jobs at each iteration,
while only relaxing a subset of the POS. In contrast, Algorithm 3 only relaxes the start times
corresponding to jobs scheduled on the faces in the selected neighborhood. We have found
that relaxing a smaller set of start times provides a more advantageous trade-off between
the computation time of solving each relaxation to optimality and the number of iterations
performed.
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6.2 Evaluation

As we saw in the previous chapter, the original model struggles already when scheduling
less than 100 jobs when introducing travel times, while the revised model can be used to
solve significantly larger problems. The performance of the revised model combined with
LNS using face-based neighborhoods is now investigated. The sum of face makespans (5.28)
is minimized by using the B&B search engine in Gecode.

In Figure 6.2, we compare the objective values of using continued restart-based search,
with the procedures LNS2 and LNS3 based on face-based relaxations of two and three
faces respectively. The graph depicts mean objective ± 2 standard deviations based on 10
samples on four different instances. Three out of four instances use a homogeneous machine
park with 3 machines of each type (ending with 3M). The rationale is that by studying the
same machine park for different numbers of parallel faces (all faces containing one full
cycle of activities), the method is evaluated both on instances mostly constrained by the
number of available faces (10F:1C:3M) and machine-constrained instances (20F:1C:3M).
The last instance (20F:1C:CM, CM for CustomMachines) is different since it is based on
a heterogeneous machine park from a real underground mine. It contains 3 charging rigs,
4 drill rigs, 2 shotcreters, 3 bolting rigs, 6 LHDs, 4 scaling rigs, and 1 washer. To ease
comparison, the objective values are divided by the number of faces in the instance.

Note that for all instances in Figure 6.2, the best mean objective is found by using
LNS-based procedures, and that once a solution is found, both LNS2 and LNS3 are effective
on quickly improving the solution quality. In this scheduling problem, the start times of the
activities are highly constrained by the precedence constraints induced by the production
cycle. This has the effect that when comparing 10F:1C:3M and 20F:1C:3M on the mean
objective value divided by the number of faces, we observe that even though the number of
activities increases by 100% from 110 to 220, the impact on the objective per face is only
increased by ∼ 30%. This is due to the fact that during some time intervals in 10F:1C:3M,
machines are available but production cycle precedences are not yet fulfilled, which allows
for extra activities to be scheduled with a modest impact on the objective.

There is a visible trend in Figure 6.2 that the LNS-based procedures find a better terminal
solution than using only restarts. However, when comparing LNS2 and LNS3 there is no
clear dominant strategy. This is also supported in Table 6.1 which depicts the average and
range of the objective values of 4 instances, solved in 3 different variations, and each variation
solved for 10 samples using 60 minutes timeout. Here, we can see that the best average
objective value comes from LNS-based procedures in all cases. Note that LNS2 seems to
have a slight advantage on larger instances, while LNS3 performs better on smaller instances.
As mentioned, the studied instances are chosen so that the smaller instances represent the
case when the number of faces is the main constraining property. In contrast, the larger
instances are mainly machine-constrained. Considering face-constrained instances, the many
precedences within each face due to the production cycle result in a large reduction of the
number of feasible sequences of the jobs on the machines. For the machine-constrained
instances, there are numerous reasonable orderings for the jobs on the machine, resulting
in a more difficult sequencing problem for the machine-constrained problems. In light of
this, it appears as LNS2 performs slightly better on the machine-constrained instances
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Figure 6.2: Comparison of objective values over time since first feasible solution using ran-
domized restarts, LNS2, and LNS3 on 4 instances. Dashed lines correspond to mean objective
value of 10 samples, while the shaded area corresponds to mean ±2 standard deviations.

while LNS3 performs better on face-constrained instances. In addition, remember also
that at each iteration of LNS3, a constrained scheduling problem on three faces is solved.
This subproblem takes more time to solve compared to the corresponding subproblem
generated by relaxing only two faces. Thus, while there are more improving solutions in the
neighborhood using LNS3 compared to LNS2, the overall performance is limited by the
increase of computation time.

A peculiarity of the compressed time approach relates to the objective function being
minimized. As discussed in Section 5.3.1, the objective is expressed in terms of the face
end times in compressed time ẽjm. The B&B scheme thus constrains new solutions to have
a strictly lower objective in compressed time, not in real time ejm. Minimizing the sum of
face makespans in compressed time is not entirely equivalent to minimizing it in real time.
Since the objective function does not acknowledge whether the last activity on each face will
be split over a blast window in post processing, this makes it possible that some accepted
solutions in B&B are actually of increasing objective in real time. The increase is however
comparably small and rarely occurs. It is hence not visible in e.g. the average statistics of
Figure 6.2. The goal is of course to find high-quality schedules in the real time domain. Hence,
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Table 6.1: Comparing objective value after 60 minutes computation time solving 4 instances,
in 3 variations, using 10 samples for each variation. Average and range on the objective using
restarts only, LNS2, and LNS3. Best performance in bold font.

Restart LNS2 LNS3
Oavg Orange Oavg Orange Oavg Orange

10
F:
1C

:3
M 1 19340 715 19080 545 18915 180

2 21910 750 21065 845 20955 710
3 20710 595 19905 1165 19580 765

15
F:
1C

:3
M 1 34290 1250 32700 1940 32670 1370

2 35290 3115 32770 1585 33070 2210
3 36400 1330 33820 1120 34210 2125

20
F:
1C

:3
M 1 50875 2690 48800 2910 51200 5325

2 53205 2740 51325 1930 53300 4935
3 55725 5540 52115 1740 55805 1850

20
F:
1C

:C
M 1 43000 1695 38865 1680 39200 1310

2 48820 1495 47925 2810 47305 2880
3 48410 3220 46740 1380 46745 1600

all objective values presented for the revised model are calculated after post processing.
Moreover, Figure 6.2 indicates that minimizing the sum of face makespans in compressed
time has clear beneficial effects on the corresponding objective in the real time domain.

More solution statistics comparing restart-based search with the LNS-based procedures
are gathered in Table 6.2. Here, we can see the improvement 5 minutes after the first feasible
solution and the improvement at termination. For instance, on 10F:1C:3M when using LNS3
the solution quality is improved by 12% during the first 5 minutes, while using only restarts
provides 6% improvement. Increasing computation time from 5 minutes to 60 minutes
after the first feasible solution gives a ∼ 1% better solution quality for all methods and
instances. In a couple of samples, a first feasible solution cannot be found. To see this,
study #no in Table 6.2 for the 20F:1C:CM instance, where in 6 out of 90 samples, no initial
solution could be found within the given timeout. This is due to that certain combinations
of randomized activity durations make for harder scheduling instances, but also due to the
inherent randomness of the search strategy and the non-deterministic nature of parallel
search in Gecode [132].

An alternative to using elaborate methods for scheduling, such as CP or mathematical
programming, is to use simpler constructive heuristics. Figure 6.3 compares LNS3 with the
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Table 6.2: Computation statistics based on solving 4 instances, in 3 variations, using 10 samples
for each variation, with a 60 minutes time limit. The table includes median seconds to find first
solution Tmed , average number of better solutions found #Savg , number of times no solution is
found #Sno, improvement 5 min after first feasible Δ5min, and improvement Δ60min at termination.
Best performance in bold font.

Tmed #Savg #Sno Δ5min Δ60min

10
F:
1C

:3
M Restart 1 20 0 6.64 7.7

LNS2 1 32 0 11.16 11.62
LNS3 0.5 39 0 12.06 12.46

15
F:
1C

:3
M Restart 33.50 17 0 3.68 4.73

LNS2 10 52 0 9.25 10.36

LNS3 21 53 1 7.09 9.41

20
F:
1C

:3
M Restart 11.5 12 1 2.99 3.37

LNS2 15.5 47 1 5.85 7.55

LNS3 22 19 2 2.38 3.7

20
F:
1C

:C
M Restart 14 16 3 5.2 5.96

LNS2 20.5 55 2 7.7 8.97
LNS3 22.00 59 1 7.63 9.38

solution obtained using the Shortest Processing Time (SPT) constructive procedure [29]. In
SPT, the activities are scheduled one-by-one as early as possible with priority of scheduling
activities with short durations. The SPT heuristic has in simulation been compared with
other dispatch strategies for simpler scheduling problems and is shown to produce low
average activity completion times under various operational conditions [136]. As we can see
in Figure 6.3, after a couple of minutes LNS3 has ∼ 7% lower objective value compared to
SPT. In Figure 6.3, we also compare LNS3 with the optimal solution to a relaxed problem.
The relaxation consists of removing all machine allocation constraints, in practice resulting
in a scheduling problem with unlimited machine resources. This means that all faces are
independent of each other, and hence the optimal solution is a schedule where all activities
within each face are scheduled as soon as possible while only considering precedence
constraints, after-lags, blast windows, and uninterruptible activities. When comparing LNS3
with the relaxation, we note that LNS3 is at most ∼ 16% from optimality in the 20F:1C:CM
instance using the real-world machine park.

Lastly, we study the effect of including travel times in the scheduling problem. Figure 6.4
shows two machine schedules found using LNS3 with 60 minutes timeout, one with travel
times (top) and one without (bottom). Note that even minor input changes to a packed
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Figure 6.3:Comparison of objective values over time since first feasible solution on 20F:1C:CM
for LNS3, a solution from a constructive heuristic, and an optimal solution to a relaxed problem
without resource constraints.

schedule may have large cascading effects [137], which makes travel times important to
account for. Study, for instance, adding travel times to the activity on shotcreter 7 in the
top machine view in Figure 6.4 (scheduled just before the second blast window at time
∼ 10ℎ). To make sure that the start time is feasible in reality, i.e. accounting for travel times,
the start time may need to be postponed slightly. Since shotcreting is uninterruptible, the
entire activity then needs to be delayed until after the blast window, and the blast window
will not be exploited for curing. A seemingly minor disturbance to a start time will thus
have cascading effects. This is visible from the fact that early in the schedule, the top and
bottom machine schedules in Figure 6.4 are similar, while they differ substantially after a
short period of time. This particular instance, 20F:1C:CM, is realistic not only in terms of
problem size and machine setup, but also in having considerable travel distances: the ratio
of average travel time over average activity duration is 0.27. Even so, when using LNS3 and
including travel times (i.e. making the schedule possible to run in operation) the objective
deteriorates by only 3%. This small change in objective value indicates that our proposed
method is able to reorder and reallocate the activities such that machine idle times, due to
precedences not being fulfilled, are exploited for machine travels.

Concluding, the revised model can solve large instances in matter of seconds or minutes.
There is no clear dominant strategy between relaxing variables corresponding to two or
three faces, but large neighborhood search appears to be an effective strategy to quickly
improve the schedule quality.
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Figure 6.4: Machine schedules solved by LNS3 for 20F:1C:CM without travel times (top) and
with travel times (bottom).



Chapter 7

Adaptive Neighborhood Size and
Generalizations

The goal of this chapter is to refine and improve the LNS approach and extend the CP
model to support more general production scenarios. We will present numerical results from
solving instances derived from operational cut-and-fill and room-and-pillar mines, as well
as from solving synthetic instances exhibiting more general precedence constraints.

7.1 Motivation

Until now, we have studied the scheduling of mining activities where the execution order on
the faces is fully specified. This applies to, for instance, the scheduling of the production
cycle activities in a cut-and-fill mine; see Figure 7.1. However, as mentioned in Chapter 3,
there are also auxiliary activities being performed in underground mines that are not directly
related to the production cycle. Some examples are road maintenance, seismic inspections,
and mine services such as extending ventilation. Since these activities are not constrained
by the precedences of the production cycle, the execution order of these activities is more
flexible. These auxiliary activities may affect the availability of the machines or the faces,
making it important to explicitly schedule them to make sure that the resulting schedule
is possible to execute. Including these activities in the scheduling problem means that the
HFS abstraction is no longer valid. Instead, the scheduling problem exhibits more general
precedence structures resembling flexible open shops or flexible flow lines [29].

We have previously modeled each face as one disjunctive resource. However, depending
on the mining method and the layout of the confined underground environment, there
are also production scenarios where several faces may constitute one single disjunctive
resource. In this chapter, we will use the more general term location to denote the disjunctive
resource representing a geographical place in the mine. As an example, a location may
consist of several faces, where each individual face follows the production cycle. This
further emphasizes the need to support more general precedence structures. While the
order of job execution is still fully specified on each face, it is not fully established on the
aggregated location. By generalizing to more general precedence structures between the

77
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Figure 7.1: An illustration of the main activities in a typical production cycle taking place at a
mining face.

jobs, we can schedule both auxiliary activities and production scenarios that require more
general locations.

Lastly, the numerical evaluations in Chapter 6 indicated that LNS with face-based
neighborhoods was able to find high-quality schedules. However, there was no clear evidence
of whether relaxing two or three random faces performed best. In this chapter, we will present
an algorithm that dynamically selects the neighborhood size while solving. This alleviates
the need to decide this parameter upfront and comes with several other benefits.

7.2 Approach

We consider mine scheduling problems specified by the following data. The main difference
from Chapter 5 is the representation of the precedence constraints.

 A set  = {1,⋯ , | |} representing the mining locations. Further, the travel
time ll,l′ is fully specified for all combinations of locations and it is the time
needed to drive from location l to location l′.

 A machine set  = {1,⋯ , | |} of the machines available for production.
Each machine m ∈ belongs to a machine class c representing the machine-job
eligibility. The subset c ⊂ contains all machines of class c.

 A set  = {1,⋯ , | |} of mining activities (jobs) to be scheduled. For each job
j ∈  , the following 3 parameters are known. First, the machine class needed
to perform the job (Mj). All machines m ∈ c can process job j as long as
Mj = c. Second, the location Lj ∈  where the job takes place. Third, the
expected duration Dj ∈ ℤ+ that the machine is required to be present at the
location.

 A set of tuples  = {(jp1 , j
s
1),⋯ , (jp

| |

, js
| |

)} denoting precedence constraints
jp ≺ js between preceding job jp and succeeding job js.
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For ease of notation, we will assume that all machines travel with the same travel speed and
that all machines of the same class exhibit an equal processing rate. While our approach
can be adapted to relax these assumptions, our experience is that these assumptions are not
limiting in the most common production scenarios.

7.2.1 Constraint Programming

Model

Our constraint model uses the following decision variables:
sj A nonnegative variable representing the start time of job j ∈  .

ojm A boolean variable indicating whether machine m ∈ is allocated to job j ∈
 .

bjj′ A boolean ordering variable for the machines. If bjj′ = 1, then job j precedesjob j′ on the same machine. Of course, bjj′ = 0 represents the opposite, i.e.
j′ ≺ j.

cjj′ Similar to bjj′ , but instead of denoting the order of jobs on machines, it describes
the order of jobs on the locations.

O The objective function representing the sum of makespans over all locations.
Since exactly one eligible machine needs to be allocated to each job, we have the constraints

ojm = 0 ∀(m, j) ∶ m ∈c ∧c ≠Mj (7.1)
∑

m∈
ojm = 1 ∀j ∈  . (7.2)

Jobs that require no mobile machinery (e.g. blasting) are included by introducing a virtual
machine class with infinite capacity.

For sequencing the jobs on the machines, we enforce the following:
bjj′ = 1 ⟺ ojm = 1 ∧ oj′m = 1 ∧

sj +Dj + lLjLj′ ≤ sj′ ∀(m, j, j′) ∶ j < j′. (7.3)
bjj′ = 0 ⟺ ojm = 1 ∧ oj′m = 1 ∧

sj′ +Dj′ + lLj′Lj ≤ sj ∀(m, j, j′) ∶ j < j′. (7.4)
bjj′ = ⋆ ⟺ ¬(ojm = 1 ∧ oj′m = 1) ∀(m, j, j′), (7.5)

where bjj′ = ⋆ is a dummy value introduced to represent that job j and j′ are scheduled on
different machines and hence require no sequencing.

Note that our earlier model in Chapter 5 only supports production scenarios where the job
order on each location is fully specified and can be implemented as precedence constraints.
By introducing another ordering variable cjj′ , representing the job order on the locations,this model generalizes to more mining methods and the scheduling of vital auxiliary jobs
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such as maintenance and inspection. We constrain the location ordering variables by
cjj′ = 1 ⟺ sj +Dj ≤ sj′ ∀(j, j′) ∶ j < j′ ∧ Lj = Lj′ (7.6)
cjj′ = 0 ⟺ sj′ +Dj′ ≤ sj ∀(j, j′) ∶ j < j′ ∧ Lj = Lj′ (7.7)
cjj′ = ⋆ ∀(j, j′) ∶ Lj ≠ L′j . (7.8)

This model supports general precedence constraints, which in mining can be plenty due to
e.g. geomechanical constraints, the confined environment, and the production cycle. The
start times of the preceding jobs jp and the succeeding jobs js are restricted by

sjp +Djp ≤ sjs ∀(jp, js) ∈  . (7.9)
As earlier, the objective is to minimize the sum of location makespans

O =
∑

l∈
max
j∈ l

(

sj +Dj
)

, (7.10)

where the set  l = {j ∈  | Lj = l} holds all jobs on location l.
The constraints stated so far provide a minimalistic approach to machine allocation and

temporal scheduling of activities that require eligible machines and access to disjunctive
locations under general precedence constraints between jobs. This model is inspired by
the model presented by Grimes et al. [78] for job shop scheduling. However, it has been
adapted to support that the jobs may be allocated to different eligible machines. The general
modeling approach of Grimes et al. is noted in [131] to be flexible and easily extendable
to handle side constraints. This is important since, as noted in Chapter 3, the choice of
mining method affects the resulting short-term scheduling problem and each mine typically
has several site-dependent side constraints that vary over time. In addition, there are other
heavy industries where mobile machines travel between predetermined locations to perform
production activities. For instance, Equi et al. [138] note that many aspects of the mine
operation resemble agriculture and timber production. While it remains to be tested, we
believe that the general structure of the solution approach presented in this chapter lends
itself to short-term scheduling in these industries as well.

To exemplify some side constraints, some of the process constraints introduced in
Chapter 5 are briefly reiterated. Later, in Chapter 8, we will also show how to include mine
layout-related side constraints in this model as well.

If concrete cure times are needed for some mining activities, they affect the subsequent
availability of the location but not the machine. This is enforced by adding an after-lag d(al)
to (7.6) such that

cjj′ = 1 ⟺ sj +Dj + d(al) ≤ sj′ ∀(j, j′) ∶ j ∈  (al) ∧ Lj = Lj′ (7.11)
and modifying (7.7) and (7.9) similarly for the jobs that require after-lag.

Individual temporal constraints are supported by directly restricting the feasible domain
of the start times. Consider e.g. blast jobs j ∈  (bl) ⊂  where the start times need to be
aligned with a blast window, then

sj ∈ {T(b) | b = 1,… , b̄} ∀j ∈  (bl) . (7.12)
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Here, T(b) denotes the start time of blast window b. Further, using the compressed-time
approach as described in Chapter 5 deals with the mix of interruptible and uninterruptible
jobs efficiently.

While (7.3) to (7.5) indeed provide disjunctive machine execution, we find it useful to
overload them by an optional unary-constraint when searching highly constrained search
spaces

unary

(

{(sj , Dj , ojm) | j ∈  }
)

∀m ∈ . (7.13)
This also holds for the sequencing of jobs on the locations, and hence

unary

(

{(sj , Dj) | j ∈  ∶ Lj = l}
)

∀l ∈  (7.14)
is also added as a redundant constraint.

Search

Our search strategy assigns machines to jobs, then branches on the sequencing variables,
and lastly determines the start times.

First, we assign the execution status variables ojm = 1 such that machines of the same
class are allocated an equal number of jobs (ties are broken index-wise). Moreover, the
machine allocation variables are grouped by class, meaning that all jobs requiring the same
machine class are branched on sequentially.

Second, we branch on the variables cjj′ that sequence the jobs on the locations. The
variables are selected in increasing order of min(sj) + min(sj′ ), where min(sj) denotes thelowest value in the domain of sj . The value selection is

cjj′ =
{

1, if min(sj) < min(sj′ ),
0, otherwise. (7.15)

Note that this search strategy sequences jobs in order of how early they feasibly can be sched-
uled given the current state of branching, resembling the rationale of a greedy scheduling
procedure. A fully determined sequence of the jobs on each location need not impose an
order of the assigned jobs on each individual machine. Therefore, after the c’s are determined,
we branch on the b variables following the same strategy.

Finally, when a feasible job sequencing has been determined (for both locations and
machines) a solution is instantiated by assigning the start times to their lowest feasible value
sj = min(sj). This also determines the objective function O.

There may be several machines within each class that have the same processing rate and
travel speed. In these cases, we eliminate symmetrical solutions by lightweight dynamic
symmetry breaking [139] using that the columns of ojm are partially exchangeable.

7.2.2 Large Neighborhood Search
In the scheduling literature, neighborhoods are often machine-based, time-based, or com-
pletely random. However, restricting the neighborhoods based on these criteria performs
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Algorithm 4 LNS-IncLoc

Input: feasible schedule � with objective O, initial neighborhood size n = 2
1: while not terminated do
2: N ← draw and remove a neighborhood from n according to strategy S
3: pN ← relax (�, {sj , ojm,bjj′ , cjj′ | ∀m, j, j′ ∶ m ∈, Lj ∈ N,Lj′ ∈ N}

)

4: �′ ← solve pN requiring O′ < O
5: if solution found then
6: n← 2, restore n
7: � ← �′
8: else if Nn = ∅ then
9: n← n + 1, restore n
10: end if
11: end while

poorly in our setting. We attribute this to the large number of precedence constraints between
jobs on the same location. This results in effective neighborhoods that are too inflexible
to contain improving solutions. Instead, we have found location-based relaxations to be
effective. This means which decision variables to relax are implicitly determined by selecting
a subset of locations. For the selected locations, all decision variables (sj , ojm,bjj′ , and cjj′ )corresponding to jobs on those locations are relaxed.

Dynamic neighborhood size

Letn denote the set of all combinations of n locations. For n = 2, then

2 =
{

{l, l′} | l, l′ ∈ , l < l′
}

(7.16)
constitutes the set of all potential neighborhoods. For small n, the search space induced by
relaxing n locations is relatively small and can be rapidly explored. While the computational
burden increases with n, so does the potential of finding larger improvements. In Chapter 6,
we compared n = 2 with n = 3 and found no strategy to be strictly dominating.

Therefore, in this work, we introduce LNS-IncLoc: an algorithm that adjusts n dynami-
cally throughout the solution process. The algorithm is based on increasing the number of
locations when all current neighborhoods are proven not to contain improving solutions. If
an improving solution is found, n is decreased, and the search continues in smaller neigh-
borhoods. In Algorithm 4, solve pN refers to using the CP model to solve the problem
pN constructed by relaxing the variables corresponding to the locations in neighborhood
N ∈n. Note that the majority of the explored neighborhoods do not contain any improv-
ing solution. Therefore, after finding the first feasible solution, the search strategies for the
ordering variables are replaced by the adaptive weighted degree search heuristic [129] to
show infeasibility faster.

Our algorithm resembles variable-depth neighborhood search [76] in the sense that
the neighborhoods grow as the solution process progresses. However, instead of partially



7.2. Approach 83

searching the neighborhoods using heuristics, as is most common in variable-depth neigh-
borhood search, we search the neighborhoods exhaustively. Since eventually n = | |, our
algorithm is in-fact complete; given enough time it will return the optimal solution. Unfortu-
nately, there are (| |

n

) combinations for each n. Hence to prove optimality,∑(

| |

n

)

= 2| |

neighborhoods need to be searched sequentially, making optimality only relevant for small
instances. There are however other benefits from adapting the neighborhood size while
solving, as is also noted by Fischetti and Lodi [140] and Hansen et al. [141]. Their approach
is based on using adaptive neighborhood strategies for MIP by adding linear branching
cuts to reduce the search space. The reduced search space is then explored by means of a
black-box MIP solver. By successively increasing the size of the explored neighborhood,
they empirically show that the overall performance increases due to early updates of the
incumbent. We similarly observe that our approach tends to find many improvements in
small neighborhoods for the problem under study. These improvements strengthen the upper
bound on the objective, which is crucial for tractable solution times when increasing n.
Hence, while completeness is only relevant for small instances, LNS-IncLoc is also efficient
in rapidly improving large instances.

The dynamic adjustments of n in LNS-IncLoc also bring another benefit in real-life
deployments. From our previous efforts working close with mine schedulers (that will
be described later in Chapter 8) we remark that it is important to be able to explain the
rationale behind the automatically created schedules. This is a challenge we have faced both
when using constructive heuristics and CP. Consider the case when the machine ordering
variables are relaxed according to (6.3), as discussed in Section 6.1. Then a distinct feature
of LNS-IncLoc is that if the algorithm terminates at e.g. n = 5 we can guarantee the manual
scheduler that there is no better solution unless activities are rearranged on more than 4
locations. The fact that LNS-IncLoc removes these obvious improvements (that skilled
manual schedulers may find by e.g. swapping two machines on two locations) increases the
trust in the automation.

Neighborhood selection strategies

The neighborhood size n does not determine in what order the neighborhoodsN ∈n areexplored. This choice is made by a separate selection strategy S at line 2 in Algorithm 4. The
neighborhood selection strategy is important for the combined performance of our approach.
During preliminary experiments, several different strategies were investigated. Here, we
present three of them: Sin−order , Srandom, and Stabu.The first strategy Sin−order uses a fixed permutation of n and selects neighborhoods
index-wise using that permutation. As an example, for any given permutation � the strat-
egy Sin−order produces a static neighborhood sequence N�1 ,… , N�

|n|
. In general, this

permutation can be calculated based on features of the incumbent, such as sum of slack on
the locations. However, in our numerical experiments we use a fixed random permutation
throughout all iterations. This strategy resembles a first-improvement local search strategy
using a fixed neighborhood order [74].

The second strategy Srandom selects a neighborhood fromn at random using a uniform
distribution over the remaining neighborhoods in n. This strategy, in contrast to Sin−order ,
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will produce different random sequences each time.
Inspired by previous work that tightly couple adaptive LNS with tabu-based methods

[93, 142], we introduce the selection strategy Stabu. When using a uniform distribution
over the neighborhoods nothing prevents the strategy from accidentally selecting several
similar neighborhoods in sequence. As an example, consider the three neighborhoods
{l1, l2}, {l1, l3} and {l3, l4}. If {l1, l2} is proven not to contain any improving solutions,
then in a tabu-fashion we should favor selecting the more disparate neighborhood {l3, l4}over the more similar {l1, l3}. To this end, the strategy Stabu implements a non-uniform
distribution over the neighborhoods at each iteration. This is implemented by counting the
number of times a location has been relaxed cl , l = 1,… , | | and calculating the sum of
location counts for each individual neighborhoodN ∈n

cN =
∑

l∈N
cl , N = 1,… , |n|. (7.17)

Each neighborhood is then associated with a weight wN which is inversely proportional to
the number of times the constituent locations have been relaxed

wN = 1
1 + cN − min

N ′
cN ′

. (7.18)

By using a roulette wheel selection procedure [143] the probability pN of selecting any
neighborhood becomes

pN =
wN

∑

N ′∈n

wN ′

, N = 1,… , |n| (7.19)

where  ≥ 0 is a tuning parameter. Letting  = 0 we recover Srandom, while  > 0 enforcestabu. In our problem setting,  = 2 appears to work well.

7.3 Results

In this section, we first investigate the impact that the neighborhood selection strategy has on
LNS-IncLoc. Then, LNS-IncLoc is compared to restart-based search and an ALNS-inspired
method. In our evaluations, we will use instances from a room-and-pillar mine, a cut-and-
fill mine, and synthetic instances exhibiting more general precedence constraints. More
specifically, we use the 8 public instances studied separately in [111]. These instances come
from a German potash mine that uses the room-and-pillar mining method. The instances
vary between 91-120 jobs, 18-24 disjunctive locations, and 13-14 machines divided over 7
machine classes. Compared to the other datasets, these instances have fewer jobs per location
and represent mines where the fleet is comparably small considering the number of available
mining faces. We will also use data representing an operational Swedish cut-and-fill mine.
These 12 instances vary between 100 - 105 jobs, 10 - 20 locations, and 21 to 23 machines
divided non-uniformly over 7 machine classes. These instances have a fully specified order of
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Figure 7.2: A feasible schedule containing
100 jobs on 10 locations using 8 machines
from 4 machine classes (left). The character-
istic behavior of LNS-IncLoc where the blue
dashed line correspond to the terminal solu-
tion using a fixed neighborhood size of n = 2
(above).

execution for the jobs on each location. This is because the jobs on each location come from
the same production cycle, whereas in the instances from the room-and-pillar mine, each
disjunctive location consists of several workplaces representing one production cycle each.

We also generate synthetic instances of three different problem sizes: 100 jobs on 10
locations, 150 jobs on 15 locations, and 200 jobs on 20 locations (denoted J100, J150, and
J200, respectively). By varying the number of available machines, we can evaluate instances
where both locations and machines are the main bottlenecks. Therefore, for each problem
size, we use three different machine setups: 8 machines uniformly divided on 4 machine
classes, 10 machines on 5 classes, and 15 machines on 5 classes. For each combination
of problem size and machine setup, we generate 10 randomized instances where the job
durations are uniformly sampled between 10 and 50 time units, the machine travel times are
set to be on average 25% of the average job duration, and 25% of the jobs have a precedence
relation. This results in 3 × 3 × 10 = 90 generated instances.

The CP model has been implemented using Gecode 6.2 [130], where the solver runs
in a single thread on an Intel Xeon 3.1 GHz processor. The LNS is implemented using
Gecode’s meta-search engines. Figure 7.2 shows a feasible solution to a J100 instance with 8
available machines. The color of the job corresponds to the machine class needed to process
it, while the arrows denote precedence constraints. The time buffers between jobs in the
machine-view represent the time needed for the corresponding machine to move between
locations. Lastly, note that using only 8 machines produces a machine-constrained instance,
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which can be understood since fewer jobs are scheduled back-to-back in the location-view
compared to the machine-view.

In Figure 7.2, we can also see how the objective O and the neighborhood size n evolve
using LNS-IncLoc. The red dots correspond to the objective when an improving solution
is found, while the black dots correspond to neighborhoods that are proven not to contain
any improving solution. We can observe that once an improving solution is found, e.g.
when n = 4 at ∼ 150s, many subsequent solutions are found in smaller neighborhoods.
The search space that needs to be explored at each iteration grows exponentially with n.
Hence, restarting from n = 2 each time a solution is found ensures that the tightest upper
bound on the objective is used before increasing the neighborhood size. When using a static
neighborhood size of n = 2, the value of the objective stagnates at a terminal solution
indicated by the blue dashed line in Figure 7.2.

To compare the neighborhood strategies introduced in Section 7.2.2 all instances of
J100, J150, and J200 are solved using 15, 30, and 45 minutes timeout, respectively. The
result of the comparison is shown in Table 7.1, where we observe that Srandom and Stabuclearly outperform Sin−order . There is a notable difference in average performance on all
problem sizes, but it is most prominent when considering the improvement of the objective
after 5 minutes of solve time (Δ5min) on the largest problem instance (200 jobs and 15
machines). On these instances, the average improvement using Stabu is almost twice as large
as using Sin−order . The tabu-inspired strategy actually has the best average improvement
after 5 minutes on all instances; however Srandom seems to perform equally well concerning
the solution quality at termination. Figure 7.3 contains a more detailed view of the average
objective during the first 5 minutes of solving J150. Indeed, Stabu is slightly better than
Srandom for all machine setups.

We now compare LNS-IncLoc using Stabu with restart-based search on the synthetic
data, the room-and-pillar data (RnP), and the cut-and-fill data (CnF). For the restart-based
search, same model is used as presented in Section 7.2.1. However, since learning heuristics
and restarts have been proven to be a potent combination [129], we switch to a weighted
degree heuristic for the ordering variables after finding the first feasible solution. A Luby
cutoff sequence [144] is used for the restarts with a scale factor of 256.

In Figure 7.4, we compare the average, the maximum, and the minimum improvement
of objective value on J100, RnP, and CnF using LNS-IncLoc and restart-based search.
On all instances, we can see that LNS-IncLoc is better at quickly improving the solution
quality. For the RnP data, it takes ∼ 700 seconds before any improving solution is found
using restart-based search. In contrast, during the first 700 seconds of LNS-IncLoc it has on
average already improved the schedule by∼ 8%. On the CnF data, there are indeed situations
where restart-based search may be competitive, considering that the best improvement using
restart-based search is better than the average performance using LNS-IncLoc after ∼ 1000
seconds. However, it is also visible in Figure 7.4 that LNS-IncLoc exhibits better average
performance and more rapid convergence on all studied instances.

Finally, we evaluate an ALNS-inspired method to choose between the three different
neighborhood selection strategies (Sin−order , Srandom, and Stabu). Similar to [135] we associate
each strategy S with a weight !S proportional to the probability of being selected. The
weights are updated as !S ← �!S + (1 − �)r using the reward r = ΔO ∕Δt, where ΔO
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Table 7.1: Comparing different neighborhood selection strategies by the average improvement
after 5 minutes (Δ5min), the average and the range of the solutions at termination (Δterm and
Rterm), the average number of iterations (#its) and the average number of improving solutions
(#sols).
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Table 7.2: Comparison of different approaches using average improvement after 5 minutes
(Δ5min), the average and the range of the solutions at termination (Δterm and Rterm), and the
average number of improving solutions (#sols).

J100 J150 J200 RnP CnF
res

tar
ts

Δ5min 1.0 0.2 0.0 0.0 0.0
Δterm 3.0 0.6 0.0 3.1 0.9
Rterm 10.3 6.4 0.0 7.5 5.4
#sols 10 3 1 14 4

AL
NS

Δ5min 19.9 7.4 3.3 4.6 1.2
Δterm 23.6 12.9 7.5 8.2 4.2
Rterm 22.3 15.4 14.4 9.9 5.8
#sols 108 84 61 54 20

LN
S-t

abu

Δ5min 21.4 10.0 5.1 5.6 1.2
Δterm 24.4 15.0 9.0 9.3 4.6
Rterm 22.3 17.2 18.3 13.4 7.4
#sols 112 100 75 56 20

and Δt denote the objective improvement and the computation time of that iteration. The
parameter � = 0.99 is determined based on preliminary experiments. While ALNS proved
better than using only Sin−order , we do not observe any consistent average performance
improvement (see Table 7.2). An interesting challenge for ALNS in our setting is that the
reward signal is very sparse: it is only non-zero for 1-2% of the iterations (cf. #its and #solsin Table 7.1). This means that the weights quickly decay after finding a solution and the
resulting strategy converges to a uniform random choice over the available strategies (cf.
[145]). An interesting remark is, however, that the ALNS-inspired method exhibits smaller
average range on all studied instances.

Even though the vast majority of underground mines still rely on manual scheduling,
there are some adopters of constructive procedures. As noted in Section 7.2.1, our search
strategy finds a first feasible solution that resembles a schedule constructed by a greedy
constructive procedure. In Chapter 5, we showed that on a particular mining instance, a
static LNS strategy with n = 3 improved by 7% over a common constructive algorithm.
Referring to Table 7.2, we observe that the average improvement of LNS-IncLoc on the
synthetic, the room-and-pillar, and the cut-and-fill instances, over the first feasible schedule
is in the range 4-24 %. As discussed in Section 4.1.1, the sum of face makespans is related
to how fast the excavation progresses. For a high-volume industry such as mining, even a
seemingly modest average objective improvement may result in large operational benefits.
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(a) 8 machines

(b) 10 machines

(c) 15 machines

Figure 7.3: Comparison of the average ob-
jective improvement during the first 5 min-
utes on all J150 instances using different
neighborhood strategies.

(a) J100

(b) RnP

(c) CnF

Figure 7.4: Comparing LNS-IncLoc using
Stabu with restart-based search on a varietyof instances. The dashed line depicts the av-
erage objective improvement and the shaded
area corresponds to the range of all solving
runs.





Chapter 8

Real-life Experiences

The goal of this chapter is to present and discuss experiences from automating the short-term
mine scheduling process in real undergroundmines. Prior to the development of the CP-based
approach presented in this thesis, a constructive heuristic for short-term scheduling was
developed and tested in a Swedish underground mine. In addition, senior mine schedulers
from two mine sites have evaluated several sample schedules constructed by the CP-based
approach. This chapter is thus based on data collected in two different situations. First,
during the development and testing of a constructive heuristic; second, in a feedback session
with senior mine schedulers, evaluating a number of schedules produced by the CP approach.
Although the underlying data have been collected in an unstructured manner over several
years and, hence, do not constitute the basis for a formal scientific study, we believe that
presenting our practical experiences may benefit the scheduling community. By sharing our
experiences, we hope to increase the awareness of some practical concerns that may hinder
the industrial acceptance of future short-term mine scheduling research.

The outline of this chapter is as follows. First, experiences related to the constructive
heuristic are introduced. In Section 8.3, we discuss how these experiences have affected the
choice of CP as a solution method and several design choices made throughout this thesis.
As a qualitative evaluation of the CP-based approach, several sample schedules are then
evaluated by a senior mine scheduler from the same mine site that previously tested the
constructive heuristic. In addition, a mine scheduler from another mine site is interviewed
to investigate the generality of the methods presented in this thesis. The two senior mine
schedulers acknowledge the usefulness of automatic scheduling and highlight a couple of
interesting special cases that previously were not considered. The flexibility of the CP-based
approach is demonstrated by incorporating these additional side constraints. The changes
are confirmed by the mine schedulers to accurately represent current mining practice. Lastly,
key assumptions are discussed, and practical conclusions are drawn.

8.1 Manual Short-term Mine Scheduling

In the mines under study, the next week’s schedule is produced by the end of the ongoing
week by the short-term mine scheduler. The input data to the next week’s schedule is a

91
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compiled list of production cycles to be scheduled. The list is produced by the medium-term
planner and specifies at which locations the production cycles should be scheduled. This
input data is combined with information regarding planned maintenance, seismic restrictions,
known auxiliary activities, prioritization between areas, and, where applicable, tonnage
goals.

Transforming the input data to a feasible short-term schedule involves booking necessary
resources and timetabling hundreds of activities, a complex process that may take many
hours. In addition, it is a tedious and error-prone task, making current manual scheduling
practice critically dependent on the skill of the individual mine scheduler. The activities
in the weekly schedule start to execute on Monday morning. However, due to unforeseen
events and disturbances, it is not uncommon that there are substantial differences between
the schedule and the actual process progress already during the first day. Consequently, the
week’s first rescheduling effort takes place already on the first day of the schedule execution.
Rescheduling during ongoing operations puts a high cognitive load on the mine scheduler.
This fact incentives schedulers to plan such that minor deviations from the schedule (e.g.
by activity delays) may be remedied without affecting too many other activities. Therefore,
time buffers (slacks) are routinely introduced after activities at high risk of being delayed to
make the schedule resilient to minor disturbances.

On Thursday, the preparation of the schedule for the upcoming week commences. If
there is sufficient slack in the ongoing schedule, some of the next week’s activities may start
to execute earlier. However, it is more common that due to scarce resources non-critical
activities are postponed to the upcoming week to reach the ongoing week’s production
targets. This means that the draft schedule is continuously revised until it starts to execute
on Monday morning.

8.2 Pilot Testing of a Constructive Heuristic

Swedish underground mines have historically employed a high level of automation compared
to the industry standard [146]. However, in comparison with the broader manufacturing in-
dustry, there is less automation support for scheduling the individual activities that constitute
the mining operation. Inspired by trends in other sectors, a prototype constructive heuristic
was developed in collaboration with several Swedish underground mines. This work was
done prior to, and partly in parallel with, the development of the CP-based approach in
thesis. The constructive heuristic was tested and evaluated during one week of operation
in the Renström mine, owned and operated by New Boliden AB. The Renström mine is
predominately using cut-and-fill as mining method, with minor elements of stoping. The
mine excavates ore consisting of zinc, copper, gold, and silver, through conventional drilling
and blasting as described in Chapter 3.

The constructive heuristic is based on scheduling activities one-by-one. At each iteration
of the algorithm, one unscheduled activity is added to a partial schedule �. This is done
by looping over all unscheduled activities where prerequisites are met and selecting the
combination of operator and machine that maximizes a suitability function F (o, m, �). The
suitability function depends on the operator o, the machinem, and the current partial schedule



8.2. Pilot Testing of a Constructive Heuristic 93

Figure 8.1: A constructive heuristic was tested during one week of operation in the Renström
mine owned and operated by New Boliden AB.

�. The algorithm schedules both machines and personnel, and supports numerous process
constraints specific to the mine under study. Conceptually, the method is based on scheduling
each activity as early as possible, however due to confidentiality, the exact algorithm cannot
be disclosed.

The input to the scheduling algorithm includes a list of unscheduled upcoming activities.
During the test week, this information was extracted from a Gantt scheduling tool used for
manual scheduling at the mine site. The activity durations were estimated from a database
containing historical start and end times of previously conducted activities. The travel times
were approximated by experienced operators and, if still uncertain, by extracting distances
from a 3D mine design system.

8.2.1 Evaluation

The overall feedback from the mine schedulers after the week of automatic scheduling using
the constructive heuristic was positive. The schedulers expressed their interest in continuing
with these developments in the future. Their opinion was that automatic scheduling could
remove hours of complicated manual work. They identified the following list of main
advantages over current manual practice:

• Quicker rescheduling of the remaining part of the week. Frequent machine breakdowns
and activity delays are more easily ameliorated by automated scheduling compared
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Figure 8.2: Blasting pace for two different weeks, comparing manual and automatic scheduling.

to current manual practice. The mine schedulers can thus react faster to process
disturbances.

• More homogeneous schedules between different mine schedulers. By introducing
algorithms as decision-support, a baseline schedule is created following a common set
of rules, making the operation more predictable and less dependent on the individual
mine scheduler’s expertise.

• Easier to estimate plan compliance. A strength of automatic scheduling is that the
algorithm schedules the entire horizon according to the predefined set of rules that
govern the short-term scheduling process. This is not necessarily true for manual
scheduling, where unresolved resource conflicts can make it difficult to assess if the
weekly target will be reached.

The senior mine schedulers also identified a couple of challenges:
• The algorithm needs to consider many aspects of the operation, and include many

side constraints, to be helpful for the scheduler. Thus, it is non-trivial to decide which
parts of the operation to schedule explicitly and which parts can be neglected as
simplifications. Seemingly minor aspects may be crucial for whether the resulting
schedule is useful for the mine scheduler. As an example, the schedulers deemed the
presence of reasonable travel times to be necessary. In the test mine, the travel times
could vary between minutes and hours. Hence, if the travel times are not considered,
the resulting schedule is probably impossible to execute in operation.
The most important operational aspects vary between different parts of the mine and
the mine continuously evolves. Therefore, it is essential to have enough flexibility in
the algorithm to adapt easily to changing production scenarios and special cases. As
the complexity of the constructive heuristic grows, incorporating more side constraints
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may be challenging without requiring substantial modifications to the algorithm. This
limits the flexibility, and is chiefly due to the myopic nature of constructive heuristics:
deciding at each iteration the next activity to fix in the schedule.

• How themine scheduler can control the scheduling algorithm is non-trivial. Scheduling
algorithms need to have “knobs” to steer the algorithm. In the constructive heuristic
used in the pilot, the knobs were a number of parametrized constraints and weights.
The schedulers learned how these parameters affected the constructed schedules by
trial-and-error. However, as the number of tuning parameters grows, there is a risk of
the original scheduling problem shifting into an equally complex parameter tuning
problem.

• Accurate input data is crucial. It is important to have reasonable estimates of, e.g.
activity durations and travel times. During the test week, the activity durations were
estimated from previously conducted activities. The constructive heuristic relied on
the same standard durations as used for manual scheduling. In this mine, conservative
estimates for similar upcoming activities were estimated by the 80% quantile of
historical durations. However, an underlying reason for using conservative durations
is to avoid rescheduling upon activity delays, a process that is simplified substantially
by automatic scheduling. This raises the question of what point estimate is most
suitable for deploying automated scheduling, considering the holistic impact on both
scheduling and rescheduling.

• Automatic scheduling will have an impact on current routines. For the full benefit
of automatic short-term scheduling, the roles of the short-term mine scheduler, the
medium-term planner, the mine engineering team, the maintenance department, and
the mine service department, need to be refined. As an example, the weekly targets are
determined by the medium-term planner, and manual short-term scheduling makes it
difficult to maintain detailed schedules for longer than one week. In combination, this
makes it hard for the mine scheduler to anticipate restrictions and opportunities that
may arise after the current scheduling horizon. Automatic scheduling makes it easier
to employ a receding horizon approach with a longer decision horizon.

The ideal evaluation of automatic mine scheduling is by testing it in operation and com-
paring the outcomes with manual scheduling under similar operating conditions. However,
a fair comparison is challenging to realize since the mine continuously evolves, meaning
that there are rarely two weeks that have the same operating conditions. Therefore, the
constructive heuristic was also compared with historical records of manually constructed
schedules. This was done by exporting the manually constructed weekly schedule before it
was executed. The necessary input data could be extracted from the exported schedule, and
the week could be rescheduled using the constructive heuristic. In Figure 8.2, we can see
the difference in blasting pace for two different weeks, comparing manual and automatic
scheduling. When averaging over several weeks of production, the schedules produced by
the constructive heuristic required 10% less calendar time to fit the same number of blasts
as the manually constructed schedules. Roughly translated, this corresponds to 10% higher
productivity. We will soon (Section 8.5.1) discuss these results further.
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Another way of evaluating scheduling algorithms is by simulation. After the test week,
a refined version of the prototype constructive heuristic was integrated with a third-party
discrete event simulator [147] that incorporated a model of the Renström mine. The sim-
ulator acted as the surrounding planning functions providing e.g. production targets and
maintenance plans as input to the scheduling system. It also simulated the execution of
the individual mining activities by including uncertainty in activity duration and machine
breakdowns. See Figure 8.3 for a schematic representation of how the simulator and the
scheduling system were integrated. The impact of using the constructive heuristic could
thus be compared to a strategy mimicking manual scheduling by defining how and when
scheduling and rescheduling are performed.

Figure 8.4 depicts a two-week simulation of the development (tunneling) of a production
area in the Renström mine. The figure compares two simulations starting from the same
initial mine state. One simulation uses the prototype constructive heuristic and the other
simulation employs a dispatch strategy tailored to resemble manual scheduling. Albeit being
a simulation over only two weeks, this data indicates that scheduling using the constructive
heuristic results in a development pace that is at least as good as manual scheduling.

Summarizing, the schedules produced by the prototype constructive heuristic have
been evaluated thoroughly for one week of real-life operation. In addition, the discrete
event simulation provides evidence to support that the development pace using automatic
scheduling is at least as high as under current manual practice. Jointly, these two results
indicate that the constructive heuristic is a viable alternative to manual scheduling in this
mine. Remember that as long as the quality of the constructed schedules is on par with
manually created schedules, then automating the scheduling process reduces the time spent
scheduling and rescheduling substantially. It removes error-prone and tedious aspects, and
makes more time available for the mine schedulers to be proactive. It also, importantly,
reduces the need to introduce artificial time buffers in the schedule and makes it possible to
use less conservative duration estimates. These additional benefits of automated scheduled
are not included in the evaluation using the discrete event simulator.

8.3 The Design of the CP-based Approach

The experience of developing and testing constructive heuristics inspired us to investigate CP
as a solution approach in this thesis. A constructive heuristic may appear clear and transparent
at first, but as the number of process constraints increases, the heuristic quickly becomes
complicated. In real-life deployments, this is problematic both in terms of maintainability
and flexibility. As demonstrated in this thesis, CP is another feasible approach for short-term
mine scheduling. CP is declarative: separating what constitutes a valid schedule from how to
construct that schedule explicitly. This makes CP more flexible than common constructive
heuristics, and, as noted in Section 8.2, it is essential to be able to easily adapt to changing
mining conditions and special cases.

The possibility of optimization is also limited when it comes to constructive heuristics.
The most common approach is to incorporate randomness in the constructive heuristic and
embed it in a multi-start environment [148]. In contrast, a CP approach lends itself naturally
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Figure 8.3: The constructive heuristic was also integrated with a third-party discrete event
simulation.

Figure 8.4: Development pace evaluated by discrete event simulation.
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to optimizing many different objective functions. The standard approach is backtracking
search using Branch and Bound, however in Chapter 6 we saw that combining CP with LNS
facilitates finding high-quality solutions even faster.

Short-term mine scheduling is also dictated by the need of rapid rescheduling. While
efficient constructive heuristics are typically faster than general CP approaches, the speed at
which a CP model finds a feasible schedule can be influenced by the adopted search heuristic.
On a typical mine scheduling problem, the prototype constructive heuristic takes less than a
second to generate a feasible schedule. By employing a search heuristic in the CP model that
resembles a constructive heuristic, as described in Section 7.2.1, a first feasible schedule
can be found in only a couple of seconds, which is still sufficiently fast to keep the mine
scheduler engaged.

Mixed-integer programming is an alternative for the studied problem, coming with its
own benefits and drawbacks (see Section 2.3.3 for an overview of the differences). While
both CP and MIP are declarative, CP typically has a richer set of constraints [62], making it
even easier to adapt and maintain a scheduling model over time. Further, MIP is generally
focused on optimization rather than feasibility [59]. This affects the time to find a first
feasible solution, which may be considerable for a MIP solver if it is not initiated with
a feasible solution created by, for instance, a constructive heuristic. MIP does however
have a distinct benefit when it comes to optimization due to the optimality gap that can
be calculated from the linear relaxation. Unfortunately, scheduling problems are prone to
poor linear relaxations, making the optimality gap uninformative. Our experience is that the
most informative comparison for the mine operation is rather to current manual practice.
Lastly, solving large MIP models efficiently often requires quite expensive commercial MIP
solvers. In contrast, many competitive CP solvers are both open source and available under
permissive licenses. Overall among the considered alternatives, we argue that CP provides a
balanced trade-off between flexibility, speed, and optimization.

The experiences with the constructive heuristic also underpin several design considera-
tions made throughout the development of the CP-based approach. One thing we noted was
that flexibility and performance are of equal importance. Therefore, we chose to adopt a
order-based modeling approach in Section 7.2.1 that sequences all jobs on both machines
and locations by introducing auxiliary variables. This model is inspired by the job shop
model presented by Grimes et al. [78], a model that is noted to be both flexible and well
performing [131]. As another example, during the test week we discovered that weights
and tuning parameters might be problematic when it comes to usability. Therefore, the
only tuning parameter introduced in the CP approach is  , related to the selection strategy
Stabu on page 84. Remember that the selection strategy Srandom also provides a competitive
parameter-free alternative. Lastly, transparency has been noted to facilitate acceptance of
automatic scheduling in other industries [13]. Similarly, we found it important to be able
to explain the underlying scheduling rationale for mine schedulers to trust the constructed
schedules. The dynamic neighborhood scaling of LNS-IncLoc increases the trustworthiness
of the joint CP and LNS approach by introducing useful local optimality properties. If the
algorithm terminates at, for example, n = 5 we can confidently tell the mine scheduler that
there is no better solution unless operations are rearranged in more than 4 locations. The
fact that LNS-IncLoc finds these apparent improvements, that skilled mine schedulers may
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notice by e.g. swapping two machines on two locations, lends credibility to the approach.

8.4 Evaluation by Senior Mine Schedulers

As a qualitative evaluation of the CP-based approach, a mine scheduler that previously
evaluated the constructive heuristic has inspected several schedules constructed by the
approach presented Chapter 7. In addition, the input data was adapted to match a part of
the operation in another mine site, the Kiruna mine, to examine the approach’s general
applicability. The Kiruna mine is operated by the Swedish mining company LKAB, and
is the world’s largest underground iron ore mine. For this evaluation, the target was the
development fleet that excavates using a drill and blast cycle like the one in Figure 3.2 on
page 32. Similar to the Renström case, the CP-based approach was evaluated by a senior
mine scheduler from the Kiruna mine by examining several sample schedules.

To construct short-term schedules for the Kiruna mine, the input data was set to match
one week of planned development in a new production area. The set of active locations
 and the set of all jobs  were extracted from the development goals compiled by the
medium-term planner and delivered to the short-term mine schedulers to execute. The job
parameters, i.e. the machine requirementMj , where the job takes place Lj , and the activity
duration Dj , were estimated by the workforce at the mine site. Lastly, the machine set
was identical to the real machine park for that part of the mine. Figure 8.5 depicts a schedule
constructed by the CP-based approach. The schedule contains 222 jobs distributed over 8
machines. Notice that a non-disjunctive machine, denoted BOOM, is introduced to facilitate
modeling the blast activity in the revised model (see Section 5.3 for more details). The gray
vertical bars represent daily blast windows.

8.4.1 Evaluation
The senior mine schedulers at the two mines validated that

• The constructed schedules look reasonable and are possible to execute in operation.
In addition, the differences between the two mine sites could be captured by the CP
approach. Some examples of differences are the presence of cure time, i.e. what jobs
are included in  (al) in (5.24) on page 59, and whether bolting is needed in each
production cycle.

• In these mines, the main constraining resource is the machine park and not the per-
sonnel nor the number of production areas. This confirms that machine scheduling is
important, and it is a reasonable simplification not to consider personnel rostering.
In one mine, machine operators are allocated to machines for the entire work shift,
so scheduling each machine implicitly schedules each operator. In the other mine,
operators are allowed to switch machines during the work shift if needed. However,
the assignment of operators to machines is done ad hoc by the underground shift
manager, not by the short-term mine scheduler. This makes detailed personnel ros-
tering irrelevant for the short-term production schedule. Both mine schedulers also
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Figure 8.5: A schedule produced for the development fleet in a part of the Kiruna mine.
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acknowledge that as the mining machines are increasingly automated, the need for
thorough personnel scheduling decreases.

• If an activity has started but is interrupted by a blast window, the same machine will
typically finish the activity after the blast window. This fact justifies the compressed
time approach in Section 5.3 on page 57, which does not support changing machines
when an activity is split over a blast window.

• It is important to support auxiliary activities that are not directly related to the produc-
tion cycle activities. Some examples of auxiliary activities are extending ventilation
and extra reinforcements. Many of these auxiliary activities rely on the same machin-
ery as the production activities, thus affecting the availability of the resource. If not
explicitly scheduling these activities, the constructed schedule may be infeasible to
execute. This fact motivates the inclusion of an additional ordering variable cjj′ inChapter 7 to enable the revised model to schedule out-of-cycle activities as well.

• Using the sum of location makespan (cf. (7.10) on page 80) as the objective function
makes sense, especially when considering that the measurement period (here, weekly)
is arbitrary. Hence, activities may be added or removed from the operating schedule
towards the end of the week, making the overall schedule makespan an unintuitive
goal representation for the mining operation.

8.4.2 Special Cases
The mine schedulers also highlighted a couple of special cases that have not been considered
before. These special cases all relate to the fact that the excavation progresses according to
a predetermined mine layout. These aspects will now be incorporated to demonstrate the
flexibility of the CP approach. In many constructive heuristics, special cases may inhibit the
solving procedure. In contrast, adding more constraints in a CP model may actually help
find solutions faster [58].

In both mines, certain geographical locations have special operating procedures. In partic-
ular, consider a drift that splits into two drifts heading in opposite directions, see Figure 8.6.
Due to the confined environment, these two locations cannot be accessed simultaneously. It
is then common practice to schedule the two location’s unit activities back-to-back. That
is, pairwise similar activities of the production cycle are grouped as one. This operating
procedure is conceptually visualized in Figure 8.7, where, for instance, the drill rig will first
drill location l1 and then location l2. Later, the charging rig charges both locations, and so
forth. The CP model can be modified to support this operating procedure by extending the
input data to include a specification of the grouped jobs. For G pairs of grouped locations,
let  (G)

g ⊂  , g = 1,… , G hold all the jobs on one of the grouped locations. For each job
j ∈  (G)

g , the input parameter Gj specifies the corresponding grouped activity on the other
location. We can then enforce grouped execution by linking the start and end time of the
grouped activities

ej = sGj , ∀j ∈  (G)
g , g = 1,… , G. (8.1)
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Figure 8.6: An overview of a development layout where each square corresponds to the exca-
vated rock of one production cycle. The grey squares correspond to planned upcoming production
cycles. Here, where location l1 and l2 are considered as grouped: due to the confined environment
these are treated as one disjunctive location.

Figure 8.7: The current operating procedure on grouped locations. Instead of processing the
production cycles sequentially (top schedule), the constituent activities in the production cycles
are processed sequentially.
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Another aspect related to the mine layout, is that the ventilation capacity may be limited
in certain areas. Consider a scenario where it is possible to blast at two subsequent blast
windows on the same location, i.e. there is enough time to fit an entire production cycle
between two blast windows. If the ventilation capacity is limited, then it may be practical to
leave one blast window as a buffer to ventilate even more dust and blast gases. This can be
implemented in the CP model by restricting the blast jobs on the same locations to have a
sufficient time gap in-between two subsequent blasts. Consider a case with homogeneously
distributed blast windows over the horizon, meaning that T(b+1) −T = T̄ , b = 1,… , b̄ − 1.
Since the start of any blast job is aligned with a blast window, see (7.12) on page 80, then
for ventilation-restricted locations (vent) ⊂ , note that

sj − sj′ > T̄ ∨ sj′ − sj > T̄ , ∀(j, j′) ∈  (bl) ∶ Lj = L′j ∧ Lj ∈ (vent) (8.2)
enforces that two blast jobs on the same location cannot be scheduled on two consecutive
blast windows.

As mentioned in Section 8.2, current manual practice is based on introducing buffers
to construct a schedule that is easy to repair upon unforeseen disturbances. Due to these
buffers, we noticed during the development and testing of the constructive heuristic that the
algorithm could schedule more blasts in a single blast window than the operation wanted.
Further, the schedules tend to have uneven blast pace over the horizon when there are no
restrictions on the number of simultaneous blasts. In the two mine sites under study, there
may be limitations, for instance in downstream logistics, that make it unsuitable to have a
high number of simultaneous blasts. In the CP model, letNbl be a parameter specifying the
maximum number of simultaneous blasts, then

count({sj | j ∈  (bl)},T(b), Nbl) b ∈ 1,… , b̄ (8.3)
limits the blasting pace per blast window. The schedule in Figure 8.5 is constructed using
Nbl = 4, which can be understood by examining the first blast on the uppermost location
denoted Y5541. Unless the blast pace had been limited, that first blast job would have been
scheduled one blast window earlier.

The last aspect considered is the mining term prioritized locations, which is used in both
mine sites. Although the exact meaning of prioritization differs between mines, it typically
relates to the relative blasting pace between locations. In the studied mines, the root cause
of different prioritizations is often upcoming layout restrictions. As an example, consider
Figure 8.8, where a disturbance results in l1 not being blasted according to plan. This willresult in an eventual loss of production locations due to the interlocking effect that l1 hason accessing l3. To avoid this situation, l1 is marked as prioritized: the execution of the
activities on these locations should be attempted early in the week rather than later.

A straightforward way of adapting the CP model to handle prioritizations is to modify
the objective function to include weights wl on each face

O =
∑

l∈
wlmaxj∈l

(

sj +Dj
)

. (8.4)

Here, the relative prioritization can be determined through the associated weights. How-
ever, during the testing of the constructive heuristic, we concluded that it is vital not to
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(a) The production cycle at location l1 is disturbed by
some unforeseen event

(b) The blasting pace on l2 is as planned while l1 lagsbehind

(c) Due to the disturbance, l3 cannot be accessed as
planned

Figure 8.8: A development layout where each square corresponds to the excavated rock of one
production cycle, grey squares correspond to planned upcoming production cycles. The figures
exemplify a layout-related situation where current mine practice relies on relative prioritization.
These situations are avoided by prioritizing l1, meaning that the execution of the activities on l1should be attempted early in the horizon.
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introduce too many parameters. The modification in (8.4) unfortunately introduces | |

parameters. An alternative approach to accommodate for prioritization, that requires fewer
parameters, is to separate the prioritized locations (p) ⊂  from the other locations
(o) ⊂ , such that (p)⋂(o) = ∅ and use the multi-valued objective function

O = {O1,O2} (8.5)
O1 =

∑

l∈(p)
max
j∈l

(

sj +Dj
) (8.6)

O2 =
∑

l∈(o)
max
j∈l

(

sj +Dj
) (8.7)

This objective function can be optimized by lexicographic optimization [57], meaning that
the acceptance criterion for new solutions in branch and bound becomes

objective of new solution ≺lex objective of incumbent, (8.8)
which holds whenever O(new)

1 < O(inc)
1 or O(new)

1 = O(inc)
1 ∧ O(new)

2 < O(inc)
1 . In Sec-

tion 4.1.1, we argued that the sum of face makespans is a reasonable objective since, among
other reasons, the faces are generally equally important. When supporting prioritizations by
means of lexicographic optimization, instead of all faces being equally important, there are
now sets of faces that are equally important.

In Figure 8.9, a schedule can be seen that incorporates the recently introduced modi-
fications: the maximum number of blasts per blast window is Nbl = 4, two locations are
ventilation-constrained (marked in blue), and four locations are prioritized (marked in red).
In this scenario, there is only one machine of each type in this scenario. Hence, we use the
more flexible neighborhood (6.3) as discussed in Section 6.1 that supports more general
reorderings of the jobs.

Several schedules that include these final modifications, for instance Figure 8.9, have been
evaluated by senior mine schedulers from both mine sites. They confirm that the schedules
appear feasible to execute and that the proposed modifications accurately reflect current
practices in their respective operation. The new special cases were supported by including
a couple of constraints that were easily incorporated in the model. This demonstrates the
flexibility of the CP-based approach to adapt to changing production scenarios and emergent
special cases.

8.5 Discussion

In this chapter, we have presented real-life experiences from automating short-term mine
scheduling in underground mines. These experiences come from close interaction with
different mine sites and mine schedulers. We have explained how the experiences from
using a constructive heuristic for short-term mine scheduling relate to some design choices
that underpin the CP-based approach. Further, senior mine schedulers from two mines
have confirmed the real-life applicability of several schedules constructed by the CP-based
approach. They also validated some key assumptions relating to the mine operations. Lastly,
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Figure 8.9: A schedule with limitation on the maximum number of blasts per blast window,
ventilation-constrained locations (blue), and prioritized locations (red).
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we incorporated several mine layout-related restrictions in the CP model. These restrictions
were enforced by constraints that were easily incorporated in the model, demonstrating the
flexibility of the CP-based approach. Schedules including the layout-related aspects were
confirmed by senior mine schedulers to reflect current practice and be possible to execute.

8.5.1 Evaluating schedules

In ongoing operations, it is difficult to compare different approaches under similar operating
conditions: a situation that would be ideal for performance comparison. Therefore, it is
common in academic literature to compare with historical records of manual schedules. For
the constructive heuristic, we noted that automating the scheduling process brought a 10%
average increase of blasting pace. However, it is difficult to make a fair comparison using
historical schedules due to two facts. First, it is challenging to accommodate a posteriori
for implicit information in the schedule. It is common that known process restrictions, e.g.
downstream limitations, are not explicit information in the stored schedule. Instead, these
limitations manifest themselves as missed opportunities (efficiency losses) for the mining
machines. Hence, for an unbiased comparison, the full operational setting must be considered
with all process limitations. For heavy industries in general, and for mining in particular,
this information is unfortunately often lost [136].

Second, the mine schedulers rely on buffers to accommodate for uncertainties and to
avoid rescheduling. Therefore, moving all activities in a manually constructed schedule as
early as feasibly possible, while not changing any execution orders, will be beneficial for
many standard metrics such as makespan or sum of face makespans. Unfortunately, this
analysis neglects that the historical schedule is only the initial plan, and not what was actually
executed when considering rescheduling efforts during the execution of the schedule. Due to
the presence of implicit information and artificial time buffers, the 10% improvement found
when using the constructing heuristic should be interpreted as indicative but not decisive.

The other approach employed for evaluating the constructive heuristic, by means of
a discrete event simulation, partially alleviates these concerns. However, it comes with
another drawback. Most discrete event simulators used in mining are tailored for longer-term
simulations [149]. To simulate several months, or years, of production in feasible runtimes,
these simulations typically neglect short-term aspects in favor of the overarching process
dynamics. To make the short-term comparison in Figure 8.4, many simulation parameters
needed to be estimated. For example, how often a machine operator reports the current
activity progress and when rescheduling is triggered. In turn, this means that the comparison
between manual and automatic scheduling depends on the parameters of the short-term
behavioral model. The parameter estimates were based on field interviews conducted by a
third-party, but the parameters vary largely between different operators and schedulers; this
is an effect that has not been considered.

Evaluating the impact on the operation by comparing with historical schedules, and
by using simulation, thus both come with a set of challenges. If these challenges are not
considered in full detail, they limit how well the results carry over into real operations.
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8.5.2 Conclusions

When automating a previously manual process, the automation approach is naturally com-
pared with the manual equivalent. Apart from the quantitative evaluations of the constructive
heuristic, the majority of the data in this chapter comes from the feedback from senior mine
schedulers. While this data has not been structured in a manner that supports proving or
disproving statements in a strict sense, it does support the following conclusions:

• Automating the short-term mine scheduling process is of high value to the industry.
There are previous works that acknowledge the value from a management perspective
[1], but relatively few works that emphasize the value for the individual mine scheduler.
In the studied mines, the involved mine schedulers were all interested in continuing to
develop and use automatic scheduling as decision support. The general opinion is that
automatic scheduling has the potential of removing hours of complicated manual work.
In turn, responding quickly to unforeseen events is crucial for the overall operation,
as losses due to waiting for scheduling and rescheduling may account for more than
10% of the total working time [150].

• The senior mine schedulers confirm that the CP approach produces schedules that are
possible to execute in operation, with minor modifications to adapt to their particular
mine. While this cannot be compared to real-life testing, this confirmation supports
the applicability of the CP model presented in this thesis. Furthermore, recall that
Figure 6.3 on page 75 compares a constructive heuristic with the CP approach using
LNS. The comparison shows that the CP approach produces schedules of higher
quality than the constructive heuristic used in that case. In turn, Figures 8.2 and 8.4
provide evidence that a similar constructive heuristic compares favorably to manual
scheduling, albeit evaluated by another yet similar objective. In combination, this
indicates that the CP approach does not only produce schedules feasible to execute, as
validated by senior experts, but the produced schedules are also of high quality.

• There are many side constraints in mining, of varying nature, which emphasizes a
flexible scheduling method that can easily incorporate modifications. Flexibility has
been identified by, e.g. , Ruiz and Vázquez-Rodríguez [31] and Harjunkoski et al.
[136] to be essential for real-life adoption of scheduling research in other industries.
The CP model’s flexibility is demonstrated in this chapter by integrating pacing limita-
tions, ventilation-related constraints, and prioritizations. A constructive heuristic often
appears clear and transparent on a high level, see for example the NEH algorithm on
page 15. However, as the number of considered special cases increases, a constructive
heuristic quickly becomes inflexible and cumbersome to maintain. CP is both declar-
ative and comes with a rich set of expressive constraints, making it easier to consider
the many process constraints that real-world industrial settings may exhibit [7].

• The number of tunable parameters affects the usability of the scheduling solution. To
facilitate acceptance in industry, scheduling algorithms need to be designed with the
end user in mind. This is supported by Harjunkoski et al. [136] who note that successful
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scheduling implementations in other industries emphasize empowering, and not replac-
ing, the current human scheduler. One important end user aspect is by what “knobs”
the mine scheduler can control the algorithm. In the prototype constructive heuristic,
a number of parametrized constraints and weights were used, and it was noted that the
usability suffered as the number of necessary tuning parameters increased. However,
to adapt to current practice, the schedulers need some control over how tightly packed
the activities are and the relative pacing between different locations. Consider the CP
model with LNS-IncLoc and Srandom, see Section 7.2 on page 78, together with the in-troduced pace restrictions (8.3) and prioritization (8.5) presented in this chapter. Such
an approach would allow mine schedulers to control these pacing aspects by only two
decisions: the maximum number of blasts per blast windowNbl and the prioritized
locations (p). The mine schedulers validate that this is a promising approach that
appears superior to relative weighting schemes like (8.4) when it comes to usability.

• For mine schedulers to trust automatically produced schedules, it is beneficial if the
algorithm’s underlying rationale is transparent [13]. It may be easy to explain roughly
how greedy constructive heuristics construct schedules, for instance by adding activ-
ities as early as possible to a partial schedule. However, it is more difficult to convey
what the constructed schedules are optimizing due to the lack of objective function.
Besides the trivial benefit that the CP approach brings an explicit objective function,
the LNS approach implemented by LNS-IncLoc further introduces local optimality
properties that are useful when explaining how good a schedule is depending on the
dynamic adjustments of the neighborhood size n. The trustworthiness of the approach
increases since LNS-IncLoc avoids constructing schedules still containing obvious
improvements that skilled mine schedulers may easily find.
Another aspect related to trust is repeatability. The numerical results presented in this
thesis, up until Chapter 7, were gathered using Gecode with parallel search. Parallel
search in Gecode uses a work-stealing architecture, making it non-deterministic as
it depends on e.g. CPU load and thread scheduling in the operating system. Non-
determinism is problematic since it makes it harder for mine schedulers to evaluate,
by trial-and-error, if an encountered issue is due to their usage of the algorithm, the
input data, or the algorithm itself. Therefore, it is beneficial for the acceptance to
make sure that identical input data produces identical schedules.

Several authors [11, 12, 14, 50] note that contemporary scheduling research does not always
acknowledge the complex reality that modern industries are facing. Therefore, in this chapter,
we shared practical experiences that may be difficult to come across if not working close
to the application and short-term mine schedulers. We hope that these experiences benefit
future research on short-term mine scheduling, and eventually, future industrial practice.





Chapter 9

Conclusions

Underground mines are venturing deeper to satisfy the market demand. This comes with
increased costs and severe safety implications. To coordinate this increasingly complex
operation, conventional methods for short-term underground mine scheduling are on the
edge of what they can handle. Current manual practice thus limits the possibility of using
resources efficiently and reacting aptly to process disturbances. Therefore, this thesis has
investigated how CP and LNS can be used to automate the short-term underground mine
scheduling process. In particular, we have surveyed related literature, formalized the schedul-
ing problem, proposed and evaluated several CP models, developed an LNS approach for
schedule optimization, and studied the real-world applicability of the presented approaches.
In this section, we conclude the contributions of this thesis and point out interesting future
research directions.

This thesis have been organized to address the research questions formulated in Sec-
tion 1.2 in the same order. In Chapter 3, the underground mining process was introduced and
the short-term scheduling problem was positioned within its operating context. Based on
this knowledge, a hybrid flow shop abstraction of the short-term mine scheduling problem
was proposed. We argued that mining methods that follow a production cycle at one single
location could be modeled as a rich k-stage HFS exhibiting e.g. a mix of interruptible and
uninterruptible activities, sequence-dependent setup times and sharing of machines between
stages. While the HFS abstraction captures many critical components of the scheduling
problem, it does not apply to all mining methods or to auxiliary activities that rely on
more general precedence structures. We also surveyed relevant works in mine optimization,
starting with the few available published works on short-term underground mine scheduling,
and expanded towards related fields such as medium-term planning and routing. While CP
has been successfully applied to other scheduling problems, no previously published work
was found that use CP for short-term mine scheduling.

A CP model for the short-term scheduling problem was then presented in Chapter 4.
To the best of our knowledge, this is the first published CP approach for the considered
underground fleet scheduling problem. We formalized the scheduling problem as a CP model
and motivated the choice of objective function. The performance of the approach was then
evaluated on instances based on real-life data from an operational cut-and-fill mine.
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Underground mines can have vast road networks, making it important to accommodate
for the travel times of the mobile machines to make sure that a schedule is possible to execute.
Therefore, we included travel times of the mobile machines in the problem formulation of
Chapter 5. This addition makes the scheduling problem sequence-dependent and thus more
difficult to solve. The first model was adapted to support travel times by using additional
variables to keep track of each job’s immediate successor. Small instances could then be
solved using the adapted model. However, due to weak propagation the solving procedure
struggled when scaling. To solve larger instances, we introduced a new revised model based
on solving a related uninterruptible problem where blast times are compressed and the
solutions are post-processed to solve the original interruptible problem. The revised model
did not explicitly model the immediate successor of each job, but instead relied on additional
variables to represent pairwise precedence relations. This revised model was substantially
faster and able to solve problem instances derived from operational cut-and-fill mines, even
when including travel times.

We then focused on finding high-quality schedules by introducing LNS for optimization.
To this end, a face-based neighborhood definition was introduced in Chapter 6. The neighbor-
hood is based on relaxing all variables corresponding to jobs scheduled on either two or three
randomly selected faces. This neighborhood was used in LNS and evaluated on a variety
of problem instances where it compared favorably to a geometric restart-based strategy. In
addition, the face-based LNS approach rapidly reached a better objective value compared to
a common constructive heuristic. By solving a relaxation, the resulting solution using LNS
was determined to be at most 16% away from optimality on an instance using a real-world
machine park. While the comparison to the constructive heuristic and the relaxation was
not exhaustive, it gives an approximate figure on the expected performance of using fixed
neighborhood sizes in LNS for the considered mine scheduling problem.

The HFS abstraction captures many central aspects of the short-term scheduling problem.
However, it does not allow general precedence structures within each location, limiting its ap-
plicability in some mining scenarios. Therefore, in Chapter 7, the CP model was extended to
apply to more mining methods and auxiliary activities. Further, the algorithm LNS-IncLoc
was proposed to dynamically adjusting the neighborhood size in LNS. The algorithm is
both complete and able to improve the constructed schedules rapidly. It also introduces local
optimality properties that are easy to explain to human operators, an aspect that is essential
for real-life acceptance. In Chapter 7, we also studied how to choose which locations to
relax when the neighborhood size is given. In preliminary experiments, several greedy
selection strategies were investigated based on e.g. sum of slack on the locations. However, a
tabu-based neighborhood selection was the only considered strategy that showed consistent
improvements over random selection. In contrast to what might be expected, our conclusion
after investigating several neighborhood selection strategies is that it is surprisingly difficult
to outperform a completely random selection strategy. The performance of the extended CP
model using adaptive neighborhood size was also evaluated using instances derived from an
operational cut-and-fill mine and public available room-and-pillar instances. The evaluation
indicated that the joint approach works well compared to restart-based search and an ALNS-
inspired approach. In particular, the ALNS approach struggled due to the fact that improve-
ments are only found in a fraction of the iterations, resulting in a very sparse reward signal.
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Lastly, real-life automatic scheduling in underground mines was discussed in Chapter 8.
This chapter was partly based on experiences gathered prior to this thesis during the devel-
opment and real-life testing of a constructive heuristic for short-term mine scheduling. We
discussed how these experiences had influenced design choices made in the development of
the CP-based scheduling approach. Moreover, senior mine schedulers from two different
mine sites provided feedback on the CP-based approach. Since the mine continuously evolves,
it was noted to be essential that the short-term scheduling approach is flexible enough to be
able to adapt to changing production scenarios and emergent special cases. For example,
the senior mine schedulers highlighted a couple of mine layout-related special cases that
were not previously considered. These side constraints were easily incorporated in the CP
model, emphasizing the flexibility of declarative modeling in general and the CP-based ap-
proach in particular. While tunable parameters may be used by the mine scheduler to control
aspects of the constructed short-term schedule, we saw that there is a risk of the original
scheduling problem shifting into a complex manual parameter tuning problem. Thus, to
facilitate industrial acceptance, it is important to introduce parameters sparingly. In addition,
we noted it to be beneficial if the rationale behind an automatically constructed schedule
is transparent. The senior mine schedulers also i) validated the usefulness of automatic
scheduling from their perspective, ii) confirmed that several sample schedules produced
by the CP-based approach were possible to execute in operation, and iii) verified several
assumptions made throughout the modeling and development process. While this evaluation
cannot be compared to real-life testing, it lends credibility to the solution approach presented
in this thesis. This chapter was concluded with a discussion on difficulties involved when
evaluating the real-life impact of automatic short-term scheduling.

When solving combinatorial problems, it is often challenging to find methods that work
well all the time. The design of the solution approach for the considered problem affects
the settings in which it can be efficiently applied. In this thesis, we have observed several
such design considerations. Some examples include: optimizing for low inventory costs or
high machine utilization, rely primarily on propagation or mainly on search, using general
learning search procedures or tailored heuristics, and having extended neighborhoods in
LNS or solving the relaxation at each iteration quickly. While the impact of these design
decisions has been considered throughout this thesis, the best combination is yet to be
defined and determined.

9.1 Future Work

We end this thesis by providing some interesting future research directions. Considering
the LNS approach, there are several modifications that may prove beneficial, and we have
experimented with several variants of LNS-IncLoc. One promising variant is to use a
bandit-based approach to replace or complement the decision of how many locations to
relax at each iteration. Each neighborhood size can be seen as an arm in a multi-armed
bandit framework. The bandit setting is however non-trivial. For instance, the problem is
non-stationary since the problem changes during the solving procedure. It is also challenging
to employ standard reward signals based on the objective value since the vast majority of
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the iterations do not yield any improvements. Although our preliminary results showed no
improvement over LNS-IncLoc, finding a tractable informative reward may render a bandit-
based approach competitive. Another interesting research direction is to explicitly include
diversification. Different from other metaheuristics, the standard LNS approach does not
include diversification. A way to include this is to switch between phases of intensification
and diversification. In the former, only strictly improving solutions are accepted, whereas in
the latter, non-deteriorating solutions are accepted if the found schedule differs substantially
from the incumbent. Preliminary experiments on using this approach indicate that in certain
situations it may be beneficial to diversify instead of increasing the neighborhood size.

In this thesis, we have emphasized finding good solutions quickly. This is due to the
operational setting under study, where disturbances often render the ongoing schedule infea-
sible, resulting in frequent rescheduling efforts. However, there are alternative approaches to
deal with uncertainty in the execution of the schedule. For instance, another approach is to
model the activity durations as stochastic variables and minimize the expected value of the
objective (cf. Ritzinger et al. [151] and Li and Ierapetritou [152]). Yet another approach is
to use methods that learn from previous schedule executions [153]. Comparing the overall
operational performance of these three approaches would provide critical guidance in terms
of which approach appears to be most promising to deal with the inherent uncertainty of
mining operations.

Another interesting future avenue is to study the impact of emergent technologies on
the short-term underground mine scheduling problem. For instance, many modern mining
machines are battery-driven. Thismeans that the short-term scheduling process should ideally
schedule production activities and battery charging simultaneously, taking into consideration
limitations in the available power supply. Further, supplying fresh air to production areas is
costly at great depths. Hence, extending the CP model with more general ventilation-related
constraints (briefly discussed in Chapter 8 and in [3]) may become increasingly important
for viable mining operations at increased depths.

In Chapter 8, we saw that the operational context of short-term scheduling lends itself to
myopic decisions since there is no information in the input data about upcoming production
after the current scheduling horizon. One way of dealing with this lack of foresight is to
include tactical decisions in the problem formulation. This is similar to how Nehring et al.
[113] and Little et al. [114] bridge over classical planning horizons by including both tactical
and operational decisions in the objective functions of their MILP models. An interesting
extension to the scheduling problem would be to decide what locations to excavate jointly
with the short-term scheduling of the excavating activities, thus combining the original
scheduling problem with medium-term planning aspects.

Lastly, in this thesis we have not compared our CP-based approach with MIP, due to the
extensive modeling effort required to make a fair comparison. For similar reasons, we have
not studied the impact of using other CP solvers than Gecode; for instance, solvers that may
support more elaborate scheduling abstractions. Even though there are general comparisons
available between other solution approaches for scheduling (e.g. [9]), and investigations of
the impact of using different CP scheduling abstractions and solvers (e.g. [154]), a numerical
evaluation of different approaches and solvers on realistic mine instances would provide
more substantial evidence in terms of the relative strengths of the different approaches.
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Concluding Remark

There are many general challenges associated with automating the scheduling process in
industrial settings [11, 12, 14, 50]. These challenges contribute to making the gap between
real-life practice and academic research substantial [13, 14]. In this thesis, we have investi-
gated how CP can be used to automate the short-term mine scheduling process. We have
followed several ideas from conception, via implementation, to industrial implication. By
doing so, we hope to facilitate the real-life adoption of research on short-term underground
mine scheduling, and thus contribute to a more efficient industrial practice.





Terminology and Abbreviations

Production Ore excavation
Mining method How the production is performed, e.g. cut-and-fill mining or

sublevel caving
Production cycle A periodic sequence of activities for excavating ore
Drift An underground tunnel
Development Excavating drifts, i.e. tunneling
Face The end of a drift
Blast windows Time slots during the day when it is allowed to blast
Ore Rock with sufficiently high grade of a particular mineral
Waste rock Rock without significant economic value
Backfill Material that is put back into excavated voids to increase stability
HFS Hybrid Flow Shop
After-lag A post-processing time lag that occupies certain resources after

an activity has been processed
CSP Constraint Satisfaction Problem
CP Constraint Programming
Gecode A C++ CP solver
(A)LNS (Adaptive) Large Neighborhood Search
B&B Branch and Bound
MI(L)P Mixed-Integer (Linear) Programming
LP Linear Programming
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Notation

sj , ej Start and end time of job j.
dj Variable duration of job j.
ojm Boolean machine allocation for job j on machine m.
 ,, Set of all faces, all locations, and all machines, respectively.
c Set of all machines of class c.
 Set of all jobs j to be scheduled.
Fj , Lj , Dj ,Mj Input parameters for all jobs. Fj∕Lj is the face/location wherethe job is to be scheduled, Dj is the nominal (uninterrupted)

duration of the job, andMj denotes the machine class required
to process the job.

 (un), (in) The set of uninterruptible and interruptible jobs, respectively.
 (bl), (al) The set of blast jobs and jobs that require after-lag, respectively.
 f Ordered subsets  f ⊂  for each face. If ji precedes ji′ in  f ,then ji must be finished before ji′ can start.
T(b), d(B), b̄ Blast window start time T(b), blast window length d(B), and index

of last blast in the horizon b̄
d(al) Duration of required after-lag.
lll′ The travel time to go from location l to l′.
d(m)j ,d(f )j The duration that job j occupies the machine and the face.
nextj The next job scheduled on the same machine as job j is nextj .
s̃j , ẽj , d̃j Start and end time of job j in compressed time.
nextblastt The start time of the next upcoming blast job j in compressed

time.
d̃(al)j Duration of the variable after-lag in compressed time.
bjj′ , cjj′ Ordering variables for jobs on machines and jobs on locations,

respectively.
O The objective function
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